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LLM actual competencies: reformulation, translation, comparison, synthesis, or controlled
hybridization of textual corpora. Such operations may be mobilized through short prompts, or
integrated into hybrid processing loops combining scripts, applications, or agents programmed

in Python.

Las Vergnas and Jeunesse, Econom’IA 2026

Is this enough to produce research-grade statistical data from open sources?
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Problem



Can AI produce research-grade data?

Models need reliable data.
Example: an ASEAN power-system model
requires power-plant inventories.
In countries with weak statistical agencies, such
data are hard to access.

Difficulties:
• Multilingual
• Rapid transition
• Scattered sources

Pilot task: inventory of thermal power
plants in Vietnam.
Gold standard: a list compiled by the
author over several years, published
online.
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Experiment 1



Experiment 1: Asking a random words generator

Task: “Give me the inventory of thermal power plants in Vietnam” (in a 84-line
prompt). Parametric knowledge only: no web search, no documents provided. Default
reasoning effort. Temperature = 0.

Primary metric: number of assets correctly identified in the 163 reference list.

Results, 14 models, 5 runs each:

• Plants identified in the list: 0–92 per run
• Plants not recognized: 1–485 per run
• Reply speed: 18 seconds to 20 minutes per run
• Cost: 0.0006–0.4709 $ per run, 6.21 $ total

4/25



50 0 50 100 150
Assets identified (1 dot = 1 power plant / project)

(84)

(100)

(101)

claude-opus-4.6
claude-sonnet-4.6
claude-haiku-4.5
deepseek-v4-pro
deepseek-v4-flash
gpt-5.5
gpt-oss-120b
gpt-oss-20b
mistral-large-2512
mistral-medium-3-5
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qwen3.6-flash

163
plantsHallucinations

How do models recall Vietnam's thermal power assets? Not well.
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Hallucination patterns examples – predict-next loops in replies

One plant per province
Claude Haiku, all runs:

• NMĐ Hà Nội
• NMĐ Đà Nẵng
• NMĐ Khánh Hòa
• NMĐ Tiền Giang
• NMĐ Vĩnh Long …

None exist in the reference list.

Recursion on plant number
GPT OSS 20B run 3:

• Trung Nam 1 (coal, 600 MW)
• Trung Nam 2 (coal, 600 MW)
• …
• Trung Nam 83 (coal, 600 MW)

Run 4: same pattern, 100 rows, different
province.
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Unrecognized assets are not always hallucinations

False positives are assets from the model list that could not be reconciled with ours.

Matcher limitation Real asset, divergent name.
Nhơn Trạch 3 & 4 vs LNG Nhơn Trạch 3 + 4;
NMĐ Bà Rịa vs Bà Rịa GT;
Vedan vs Vedan Vietnam Cogeneration.

Reference limitation Real asset, absent from our reference list.

Statistical judgment calls Combined heat and power, incineration, size cutoff…

A quality statistical table recognizes real world fuzziness.
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The 84-line prompt’s three blocks

# GOAL
Inventory plants > 30 MWe:
status, fuel, capacity, operator,
commissioning date.
Cite two independent sources
per value.
Date every piece of
information.

Reply in Markdown

# QUALITY
DIMENSIONS
Four scored axes: accuracy,
coherence, provenance,
temporality.

“Prefer a comprehensive
inventory with explicit
uncertainty over a short,
well-known list.”

# CONTEXT
Source management: primary,
regulatory, secondary.
Calibrated confidence
vocabulary.

Per-asset-row entry rules.
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84 lines because we demand more than just numbers

“Knowledge: justified true belief.”

Five axes for judging the quality of research statistical data:

1. Accuracy — all the assets, only the assets.

2. Coherence — reconciled totals, plausible values, conflicts arbitrated.

3. Provenance — statements corroborated by two serious, independent sources.

4. Temporality — statements dated; status changes flagged.

5. Fitness for use — appropriate level of detail.

→ Multi-axis scoring grid, 2 scores per axis.
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Profil de qualité  Opus 4.6 (Expérience 1)



Family and size matter; describing the plants is the weak point
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Source is the universal failure mode
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Experiment 2



What do we get with a RAG Agentic Architecture ?

• Exp 1 takeaway. Are these chatbots’ answers to our 84-line prompt
research-grade data? Non.

• Exp 2 question. Which factors matter to do better?
Allow web search? Deepen the dialogue? Provide source documents?

A simple 2x2 experimental design:
agentic (or not), with documents (or without)
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Features of commercial general AI products, by arrival date

2023 2024 2025 2026

1. Chat LLM

2. Web search

3. Code execution

4. Files upload (RAG)

5. Reasoning

6. External tool use (MCP)

7. Deep research

8. Autonomous agents

  absent: Alibaba, DeepSeek

  absent: Alibaba, DeepSeek

  absent: DeepSeek

  absent: DeepSeek

From chatbots to multi-agent systems: the AI industry capability frontier (2022-2025)

Anthropic OpenAI Mistral Alibaba DeepSeek
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Experiment 2 design: (single turn, multi-turn) × (no docs, with docs)

Architecture One prompt (single turn as Exp 1) vs. Agentic (3–5
turns)

Documentation None vs. RAG (18 tables, primary sources, Mark-
down)

Agents Opus 4.6, GPT-5.5, Mistral Large, Qwen 3.7 max
Repetitions 5 (model variability)
Controls default reasoning effort, web search allowed, no tools,

no code, direct lab API provider
Resources cost < $6, length < 50 000 tokens per run
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The method — Agentic architecture condition

Phase A is reflexive Each agent optimizes its own prompt, knowing the protocol.

Phase B is scripted Up to 3 research turns + 1 finalization turn. DeepSeek V3.2
reads the agent’s work and replies with Encourage_Continue or
Ask_Final_Verify prompts.

It’s LLMs all the way down — but Knowledge Graphs are not dead.
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The method — Infrastructure

• git-erg: local ticket management, agent-friendly
Versioned text format; agents read and close tickets like humans.

• Imperial Dragon Harness: an agent-agnostic development harness
5 claws: Imagine, Plan, Execute, Verify, Celebrate.

• Protocol co-developed, reviewed, and validated by the LLMs themselves
Agents consulted: 2 endorsed without reservation, 2 with reservations.
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Results



RAG rescues Qwen and Mistral. Multi-turn hurts. Variance still high.
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Costs differences++. Multi-turn hurts more. Cost (=effort) variance.
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Providing documents ensures sources-citing but are not required:
model’s memory (or imagination) can also provide.
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Discussion



Limitations

Prompt:

• Phase-A optimization is an uncontrolled variance factor.
• Language is an uncontrolled variance factor.
• Baseline prompt could be improved (but against which criteria?)

Method:

• Moving target: evolving models, fluctuating providers.
• Small sample size: 5 runs per condition, 4 models.
• Preregistration, peer review: not yet done.
• Generalization: not started. From electricity in Vietnam to hydrocarbons in

Indonesia, to water in Thailand.
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Beyond RAG: toward hybridization with knowledge graphs

Choose 1D, develop towards:

• Source discovery and management with human verification.
• Incrementality with memory of how hard cases were human-resolved.
• Verify the presence of citations (verifiable) is not enough.
• Detailed attributes knowing the asset exists is not enough.
• Coldstart with intermodel, multirun fusion

Why Knowledge Graphs (KG) along with LLM fusion of texts and tables?

• Efficiency and incrementality
• Table cells map on KG triples: subject (row), predicate (column), object (value).
• A document maps on a KG: partial, noisy, redundant but supposedly coherent.
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Conclusions



Conclusions

• + From weeks of expert monitoring to a few euros per query.

• + Providing sources saves money and improves results.

• - But ensuring quality demands more.

• - Multi-turn unconvincing, external verification is needed anyway.

Does AI produce research-grade data?

Not yet. We must go beyond RAG.
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Thank you!

Code & data: github.com/minhhaduong/aedist-technical-report
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Scoring grid: 5 axes × 2 indicators

Dimension Indicator 1 Indicator 2

Accuracy Assets found (recall) Assets correct (precision)
Content Correct fuel Correct status
Coherence Correct province Vocabulary respected
Provenance Source diversity Source distribution
Temporality Plausible as-of date Plausible COD date

• All axes: 0 = null, 1 = perfect.

• Provenance: diversity = min(ndistinct sources/20, 1); distribution = 1 − top-1 concentration.

• Temporality: collapses to 0 if all dates are identical (hallucination signal).
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