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Abstract

Energy policy models need asset-level data that are complete, cur-
rent, historical and prospective, and traceable to authoritative primary
sources. Yet across much of the world these data arrive late or incom-
plete. We introduce a computable benchmark for this task: reconstruct
the register of Vietnam’s 177 thermal power plants and score the re-
sult against a hand-compiled, per-cell-sourced reference. We find that
the task is hard for today’s AI systems. Fourteen language models
answering from memory recovered much less than the Wikipedia lists
contain, even though these lists had presumably been in their train-
ing corpora for years. We observed that a reference-free signal, the
within-run variability of the reported capacities, correlates with accu-
racy, letting us screen out weak runs without the reference. We then
tested the commercial frontier of mid-2026: four agentic systems with
web access and extended reasoning. Only one improved coverage over
the memory-only query, and a multi-step harness degraded three of the
four. A curated document set improved coverage, most for the weaker
agents. Fusing the lists from multiple runs more than doubles recall.
We conclude that an evergreen statistical-quality register requires de-
liberate knowledge engineering. We propose deriving datasets as dated
snapshots from a sourced, auditable knowledge base, mechanically up-
dated from a periodically harvested corpus, with humans in the loop
to vet sources and resolve the hard tail.
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1 Introduction
Energy policy models such as PyPSA-ASEAN (PyPSA meets Earth, 2025)
need power-plant inventories that are complete, accurately dated, and trace-
able to primary sources — the data infrastructure for quasi-real-time policy
analysis in countries where the energy system changes faster than publi-
cation cycles. Yet across most of the world the relevant facts arrive late,
incomplete, or under licences that forbid redistribution, even though the
underlying information is already public — scattered across project docu-
ments, master plans, environmental assessments, operator reports, and press
releases. The general problem behind the specific one is older than AI: sta-
tistical work requires facts that are sourced, reproducible, and auditable,
and fluent but unsourced text does not qualify.

This paper uses a concrete task — building a complete, sourced inventory
of Vietnam’s thermal power plants — to evaluate whether AI systems can
yet produce research-grade statistical data.

Our contribution is the benchmark, demonstrated here on the Vietnamese
case, with transfer to other countries and asset classes left to future work
(§9): to our knowledge, the first sourced evaluation of AI agents on national
power-plant inventory construction, scored against a hand-compiled, fully
sourced reference. We use benchmark in the narrow sense of a frozen task
definition, a public gold reference, and a computable metric, not a suite or
a leaderboard; the design measures training-data contamination as a para-
metric ceiling rather than trying to prevent it. The computable metric is a
four-dimension quality score: per-row scoring of an LLM-generated statisti-
cal table on accuracy, coherence, provenance, and temporality, with prove-
nance scored as citation presence rather than verified support and external
coherence left to future work.

We find the task hard for today’s AI systems. Across fourteen language
models answering from memory and four agentic systems with web access,
neither model memory nor web access yields a complete, well-sourced regis-
ter, and a harness that lets the agents plan and execute a multi-step reply
degrades rather than improves the result for most of them. A reference-free
reliability signal correlates with accuracy (Figure 5), so the cheap part of
the quality score screens out the weakest runs and models and can stand in
for the expensive part when triaging which outputs deserve attention.

The paper surveys open power-plant databases (§2), defines the four-
dimensional quality bar (§3), surveys AI capabilities (§4), measures model
memory alone (§5), and tests the mid-2026 frontier (§6); post-hoc analyses
extend the experiments (§7). The Discussion (§8) examines why a single
aggregate score cannot certify fitness for use, and §9 turns the methods
literature into a research programme.
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2 Related Work — Empirical landscape
Open power-plant databases. Credible open-source energy modelling
depends on trustworthy plant-level inventories. PyPSA (Brown et al., 2018)
and its global extension PyPSA-Earth (Parzen et al., 2023) formalise the
demand: scenarios require asset-level data — capacity, fuel, status, vintage
— that is machine-readable, versioned, and traceable. The principal public
inventories are the World Resources Institute Global Power Plant Database
(Byers et al., 2018) and the Global Energy Monitor Coal Plant Tracker
(Global Energy Monitor, 2026); powerplantmatching (Gotzens et al., 2019)
harmonises several such sources for European grids through deterministic
entity-resolution rules. All three solve the aggregation problem for docu-
mented, large-capacity units in well-resourced contexts. Two community
sources complement these curated trackers: OpenStreetMap and Wikipedia,
both used below as recognition layers (see Figure 1).

The closest prior country-specific compilation is Hsu and Nguyen Phan Bao
(2020), a 2020 snapshot that merges WRI GPPD (its pre-2016 half) with
PDP7 planned-plant data — notably the earliest public dataset to reach
for the planned tail. Ours extends that effort: PDP8-era coverage, per-cell
provenance to primary sources, coal and gas, and actively maintained.

Why we re-compile rather than reuse. Global Energy Monitor is the
closest external inventory to ours, and one might ask why the reference is
built afresh rather than adopted from GEM. For analysis-oriented research
or consulting, GEM is indeed the right starting point.

But this paper is research on the compilation method itself. The purpose
is to improve how such inventories are built, not just to produce one more
table. A cheaper method matters because manual inventories die when the
resources behind them dry up, as WRI’s global database illustrates, while
an automated method can stay evergreen and capture data GEM does not
carry. Beyond cost, the method is groundwork for information fusion across
sources, for better energy-transition modelling, and for keeping statistical
practice abreast of research automation.

The hand-compiled reference that anchors this programme also stands on
its own merits: per-cell provenance to primary sources, as the research-
grade bar (§3) demands; coverage of under-documented sites — the forward-
looking PDP8 pipeline of proposed and planned LNG and gas projects, much
of it in Vietnamese-language master-plan annexes, exactly the tail GEM
and WRI thin out; end-to-end auditable compilation from primary sources
(PDP7/7A/8 annexes, EVN reports, MOIT decisions), version-locked with
per-row source priority; and a CC BY 4.0 licence free of the redistribution
constraints that encumber several upstream sources. The long-tail figure
makes the documented-head / under-documented-tail split concrete (Fig-
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Figure 1: The task goal is a “gold” reference register of Vietnam’s thermal
power sector: 177 records, more comprehensive than all other publicly avail-
able inventories. The plants are sorted by descending visibility and checked
against four recognition layers: the hand-compiled reference itself (all 177),
the Global Energy Monitor tracker (157), Wikipedia coverage (130), and
OpenStreetMap coverage (49 plants: existing, physically built infrastruc-
ture only). Well-documented operating plants appear in every layer; the
under-documented tail — proposed and planned projects from the PDP8
pipeline — thins out layer by layer.

ure 1): the 177 reference plants, sorted by visibility, are checked against four
recognition layers, and the speculative tail thins out from layer to layer.

Statistical perimeters by use case. What counts as a “complete” in-
ventory is audience-relative, because each analytical use draws a different
lifecycle perimeter. Market dispatch and operational modelling need only
the operating fleet. Investment analysis adds the under-construction and
planned tiers, read critically for slippage risk. Development planning and
energy-system modelling extend the perimeter to proposed projects, since
the scenario question is precisely which of them get built. Policy analysis
and energy-transition studies push furthest, retaining even cancelled and
abandoned projects, because the pattern of what was dropped — and why
— is itself the evidence. “Complete” therefore has no audience-free defini-
tion. We take the researcher’s perimeter, the widest one: the reference aims
to be exhaustive and detailed for the whole economic and policy history of
the thermal sector (proposed, cancelled, and abandoned projects included).
The long tail is not noise to prune; it is the research object. Built as this
superset, the reference lets each downstream use cut the narrower perimeter
it needs.

Neither the aggregators nor the community sources attempt what the task
demands: enumerate a national asset class in the open world, from facts
dispersed across heterogeneous documents partly in a non-Latin script, and
source every cell. Measuring how close AI systems come requires a yardstick,
which §3 defines.
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3 Quality dimensions for research-grade statistical
datasets

We benchmark model-produced datasets on four dimensions: accuracy,
coherence, provenance, and temporality. The decomposition draws on
three traditions: data-quality engineering (Wang and Strong, 1996),
official-statistics governance (International Monetary Fund, 2003), and
philosophy-of-science empirical adequacy (van Fraassen, 1980).

1. Accuracy asks whether the dataset contains the right assets and the
right attributes. At the row level, this means recall (does the system
find all relevant assets?) and precision (does it exclude non-assets
and duplicates?). For a simple inventory table, this can be measured
against a manually curated reference table using these two rates and
their harmonic mean, the F1 score (Hendrycks et al., 2021). At the
cell level, accuracy asks whether the attributes attached to each as-
set are correct: capacity, fuel type, location, operator, commissioning
year, status, and so on. A system can therefore be good at finding
the right assets but weak at describing them. Plausibility is not truth:
confidently-stated fabrications are the failure mode this dimension po-
lices.

2. Coherence asks whether the dataset is internally and externally consis-
tent. Internally, statistical tables carry control constraints: aggregate
totals match subtotals, capacities are non-negative, duplicate units are
counted once. Externally, the dataset must remain compatible with
other available knowledge: units, orders of magnitude, locations, tech-
nology types, and commissioning dates should all be plausible. A co-
herent dataset identifies conflicts between sources rather than silently
overwriting them. A weak working test is whether repeated runs of
the same system agree with one another; the stronger requirement is
inferential closure: the system derives and exposes all consequences of
the available documents and accounting rules.

3. Provenance requires a pedigree for each data item: every row, and
ideally every cell, traces back to specific passages, tables, or records
in specific sources. The cited source must actually support the value
claimed (Gao et al., 2023; Asai et al., 2024; Es et al., 2023). We distin-
guish verifiable provenance (a citation is present and could in principle
be checked) from verified provenance (the citation was retrieved and
confirmed to support the stated value). Verified provenance is the
stronger standard; verifiable is the minimum floor. The scoring in this
paper counts and checks the presence of citations; it does not verify
each cited source against each cell, so it measures verifiable rather
than verified provenance. When sources contradict one another, the
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resolution — which source was preferred and why — is itself part of
the provenance record.

4. Temporality is not metadata added after the fact; it is part of the sta-
tistical fact itself. Energy infrastructure changes over time: projects
are announced, financed, permitted, built, commissioned, repowered,
mothballed, retired, cancelled, or renamed. Every value should there-
fore carry a best-effort “as-of” date or validity period, and notable
status changes should be flagged. A statistical dataset should distin-
guish clearly current status from past reports, planned capacity from
operating capacity, and source publication date from the date of the
underlying fact. The currency / timeliness dimension is treated by
Wang & Strong (1996) and by the IMF DQAF (2003) but largely ab-
sent from LLM-evaluation practice, which the present work positions
as a gap. This paper scopes to snapshot currency: the table describes
the fleet at a reference date, each value carries a best-effort as-of date,
and notable status changes are flagged. The fuller requirement (sup-
porting queries of the form “what was the installed fleet in 2018?”)
applies to scenario-projection use cases; it is addressed structurally in
§9 and discussed in Annex G.

Of the four dimensions, accuracy is the only one whose measurement re-
quires a held-out gold reference. Coherence, provenance, and temporality
are reference-free: they can be assessed from the model reply alone. Where
reference-free indicators correlate with accuracy, they can estimate it —
screening out weak outputs without the reference. Figure 5 illustrates this
logic. The scoring is implemented in Annex A, which writes out the per-
dimension formulas.
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4 AI capability landscape: from chatbots to agen-
tic systems

Between 2022 and 2025, AI capability advanced as an industry-wide enve-
lope: the set of capabilities commercially attainable at a given date, across
labs. The systems that define this envelope vary on: training objective (from
raw text completion through instruction-following to extended reasoning),
input and output media (text, vision, audio, video), tool access (none, web
browser, code execution, computer control), and product workflow (simple
chat, single-task agent, deep research, coding agent, autonomous task run-
ner). The envelope grows by integration: capabilities are added by wrapping
the model in a runtime that supplies retrieval, web access, reasoning, code
execution, tool use, and recursion. Integration alone is not enough — the
model must also be conditioned to use each surface: a lab’s investment in
training it to exploit retrieved documents, tool calls, long reasoning chains,
and delegated sub-tasks is what makes a capability usable once the runtime
exposes it.

Figure 2 dates each integration by when it first reached a public commercial
product — the point at which a working analyst can rely on it, months after
the underlying API. Each row is one integration:

• Retrieval-augmented generation (Lewis et al., 2020; Gao et al., 2024)
answers the coverage limit.

• Reasoning — step-by-step deliberation first elicited by prompting (Wei
et al., 2022), later built in as computation the model spends before an-
swering — narrows the coherence limit on long, multi-source synthesis.

• Their combination is the deep-research surface (Wei et al., 2025).

• Code execution lets the model verify arithmetic and produce
executable artefacts.

• External tool use (a standardised tool-connection protocol (Yao et al.,
2023)) generalises code execution to an extensible registry of external
services, with benchmarks on coding (Jimenez et al., 2024) and general-
assistant tasks (Mialon et al., 2024).

• Agency is the closure of that surface, when the tool-use set includes
the model itself.

Below these integrations sits articulation — the craft of casting the problem
into a query the system can answer. The articulation is double: the problem
must be cast as the analyst’s question, and the question as the LLM prompt.
The LLM must answer the question asked and follow the prompt; but the
question must also match the problem, and either link can fail on its own.
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A failure of the first link is the Type-III error (Mitroff and Featheringham,
1974): solving the wrong problem — in LLM work, a well-executed answer
to a mis-posed question. Prompt engineering is the craft that addresses the
second link, from the analyst’s question to the prompt the model receives.
Articulation also confounds every downstream quality metric: a model that
retrieves the correct fact but words it in a form the extractor does not recog-
nise produces a missing value indistinguishable from a genuine coverage gap
(developed in §8). The experiments exercise articulation through structured
prompts (§5 and §6); the prompts are reproduced verbatim in Annex B and
Annex C.

This capability envelope defines the conditions under which the experiments
run; whether any of it clears the §3 quality bar is an empirical question. §5
measures the parametric floor — what a bare model produces from memory
— and §6 tests the full agentic frontier.
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Glossary. Parametric memory — facts a language model has
internalised in its weights during training, recalled without con-
sulting any external document. RAG (retrieval-augmented gen-
eration) — supplementing the model’s parametric memory at
inference time with passages fetched from an external corpus, so
answers can be grounded and cited. Agent —amodel wrapped in
a runtime that lets it take multi-step actions (search the web, call
tools, run code, dispatch sub-agents) rather than emit a single
reply. Token — the sub-word unit a model reads and generates;
billing and length limits are measured in tokens. Temperature
— the sampling-randomness knob; temperature 0 makes decod-
ing near-deterministic, isolating prompt-driven variation from
sampling noise. F1 — the harmonic mean of precision and re-
call; here, row-level F1 scores how well an extracted plant list
matches the reference inventory.

2023 2024 2025 2026

1. Chat LLM

2. Web search

3. Code execution

4. Files upload (RAG)

5. Reasoning

6. External tool use (MCP)

7. Deep research

8. Autonomous agents

From chatbots to multi-agent systems: the AI industry capability frontier (2022-2025)

Anthropic OpenAI Mistral Alibaba DeepSeek

Figure 2: AI timeline: when did labs ship which feature in a public commer-
cial product? Source: author, see Annex F.
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5 Experiment 1: parametric baseline
Submitting a direct query to a large language model produces an inventory-
shaped answer. Does that meet statistical or scientific quality standards?
Numbers shift between runs, citations are absent or fabricated, and there is
no way to tell which cells one should trust.

We present results for a cohort of 14 models of assorted sizes, from five
leading AI labs (see Figure 2).

Experiment 1 — Parametric baseline. We query the analysis-cohort
language models (per-model results in Figure 5) with a fixed inventory-
specification prompt (the baseline single-shot prompt, reproduced verbatim
in Annex B). No documents are provided; models draw exclusively on para-
metric knowledge and receive a system instruction forbidding web search.
Each model is queried five times at temperature zero, yielding 70 runs
against a 177-plant reference inventory of Vietnamese thermal power plants
(coal and gas, all lifecycle statuses). Each run is then scored on the quality
dimensions of §3. Cost in USD and wall-clock time are recorded per run.

A coverage bar already in the training corpus. These scores need an
upper bound the reader can judge them against. We call that upper bound
the coverage bar: the share of the reference a model could have recovered
from public training text alone, because the content was already there to
read. Before the experiment, the author’s group published a derivative of the
reference (the MOIT/PDP8 coal plant list) on Wikipedia; the experimental
protocol therefore bans Wikipedia as a justification source (compliance audit
in Annex C), while permitting any source for lead generation: a model may
legitimately recall a Wikipedia-seeded plant, it just may not cite Wikipedia
for it. The reference’s content reached Wikipedia through a deliberate group
activity, not a benchmark instrument: an intern in the author’s group in-
jected reference-derived content into the pre-existing List of power stations
in Vietnam on 19 June 2019 (significantly increasing its coverage; verifiable
in the page history, revision 902510278), and List of coal power stations in
Vietnam was split off on 5 July 2019 (provenance and diff documented with
the reference dataset). Both events predate the 2026-era model cohort by
roughly six and a half years, so the coverage bar’s validity is not in doubt
for the cohort; we report the comparison directionally because the project
does not record per-model cutoff dates.

One caveat on coverage: the built fleet (operating, retired) has been on these
pages since mid-2019, while much of the forward-looking pipeline is PDP8-
era (post-2019) content added after the June 2019 injection, so those rows
may postdate some cutoffs. The coverage bar is therefore firm for the built
fleet and an upper-bound heuristic for the pipeline tail. Wikipedia coverage
of the reference is thus an upper bound on what a competent parametric
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Assets identified (1 dot = 1 power plant / project)

(100)

(99)

claude-opus-4.6
claude-sonnet-4.6
claude-haiku-4.5
deepseek-v4-pro
deepseek-v4-flash
gpt-5.5
gpt-oss-120b
gpt-oss-20b
mistral-large-2512
mistral-medium-3-5
mistral-small-2603
qwen3.7-max
qwen3.6-35b-a3b
qwen3.6-flash

Wikipedia
73%

177
plantsUnrecognized

How do models recall Vietnam's thermal power assets? Not well.

Figure 3: No model approaches the full inventory from memory, and re-
peated identical queries return different plants. Direct-query performance
across 14 models and 70 runs on the 177-plant Vietnam thermal reference:
each bar is one run; family-coloured segments to the right are correctly
identified plants (TP), red segments to the left are unmatched plants (FP:
extracted but not in the reference). The dashed green line marks the 177-
plant reference; the light-grey dotted line marks Wikipedia’s coverage of 130
assets (73% of our reference list), the share already present in public training
text.
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model could recover, and grading recall against it is not circular, because
it measures retrieval, not justification. The coverage bar has two regimes
(light-reviewed, Annex B): the built fleet is covered at a 92% mean (operating
95%, construction 80%, permitted 100%), while the forward-looking pipeline
sits at 55% (proposed and announced; 73% aggregate). Scoring below the
built-fleet level is therefore not missing obscure facts: it is failing to retrieve
knowledge demonstrably present in the training corpus. The pipeline tail,
which even Wikipedia barely carries, is the reference’s unique contribution;
no parametric source holds it.

Results: model memory alone yields incomplete, unstable inven-
tories. Across 70 runs (14 models × 5 repeats), all produced usable tables,
but row-level F1 ranges from 0.00 to 0.68, with a mean of 0.38. Asking the
same model the same question does not return the same plants: DeepSeek
V4-Flash ranges from F1 0.07 to 0.52 across 5 identical runs, a spread wider
than the gap between many adjacent model means.

Even for correctly matched plants, attribute classification is uneven:
province accuracy is high (mean 0.89) — unsurprising, since Vietnamese
plants are typically named after the places that host them, so the name itself
usually gives away the province — but fuel (0.54) and status (0.57) remain
mediocre, reflecting the finer coal-versus-gas and lifecycle distinctions the
models conflate. The status figure is partly an artefact of vocabulary:
“Proposed”, the grouped status of ~38.4% of the reference (Annex D), has
no equivalent in the prompt’s controlled status vocabulary (the cohort
prompt’s status definitions, aligned with Global Energy Monitor vocabulary
and reproduced in Annex B, offer Announced / Pre-permit / Permitted
/ Construction / Operating / Shelved / Cancelled / Retired; no
“Proposed”), so a model that correctly recalls a proposed plant has no
admissible label to map it onto, which may mechanically depress status
accuracy. Consistent with that reading, excluding the proposed stratum
lifts mean status accuracy on the matched rows to 0.63.

Paying more does not reliably buy a better inventory: Claude Opus 4.6 at
$1.23 total achieves mean F1 = 0.66, while GPT-OSS-20B at $0.01 reaches
mean F1 = 0.02, but no monotonic relationship between API cost and F1
holds across the lineup. The total experiment cost is $6.21.

An earlier sweep surfaced refusals rather than scores: in the archived baseline
sweep, GPT-5.5 declined the task on 3 of its 5 reps before the analysis-
cohort re-run reported above resolved compliance. A memory-only prompt
that demands primary sourcing while forbidding the web leaves refusal as a
defensible response that nonetheless scores F1 = 0, mixing task compliance
with epistemic caution. We retain the declined responses as data; the episode
and its reading against the §3 provenance bar are taken up in the Discussion.
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Figure 4: Coverage (Y) vs. cost (log-scale X), Experiment 1. Prices and
models as of May 2026. Source: author; see Annex B.

A reference-free reliability grade separates the cohort. The §3 qual-
ity bar yields a model-level reliability grade that needs no reference data:
call a run bad when it scores zero on at least one of the twelve reference-
free quality dimensions (every dimension except the accuracy ones, which
require the reference), call the rest good, and grade each model by its count
of good runs out of five. Figure 5 plots this grade against reference-based
accuracy. The cohort splits cleanly: nine models deliver four or five good
runs and F1 means of 0.41–0.67, while five models deliver at most one good
run (three of them none at all) and F1 means of 0.02–0.28; the inaccurate
models are also the unreliable ones, so the label-free grade screens them out
before any reference is consulted.

The disqualified set is essentially stable under the gate’s tuning choices —
indicator set and pass threshold — as the sensitivity sweep in Annex B
shows; the per-criterion breakdown behind the grade (which dimension each
model zeroes) is the quality-floor heatmap in Annex A.
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Figure 5: Reliability–accuracy scatter for Experiment 1. The weak models
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accuracy against the list we are asking for; the three models with zero good
runs (claude-haiku-4.5, gpt-oss-20b, qwen3.6-35b-a3b) anchor the lower-left.
Source: author; see Annex B.
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6 Experiment 2: frontier agents fall short on the
measured quality dimensions

How well do state-of-the-art tools perform at producing research-grade sta-
tistical datasets? The parametric ceiling of §5 is a deliberately handicapped
baseline — no web, no tools, no reasoning budget beyond what each model
carries internally. The commercially available frontier, by contrast, ships
agents that combine extended reasoning, web search, document ingestion,
and tool use into a single “deep research” surface. The question is whether
removing the §5 handicaps suffices to clear the §3 quality bar. Even the
best independent public tracker, Global Energy Monitor, covers only 89%
of the reference after light review (Annex B); the frontier agents are therefore
measured against an inventory no single open database fully reproduces.

Experiment 2 — frontier agents (Annex C). We conduct an experi-
ment with four cloud AI agents at the May-2026 commercial frontier, each
with extended reasoning and web access, queried over direct vendor APIs
(no browser automation): Anthropic Claude Opus 4.6 (US, web_search +
adaptive thinking), OpenAI GPT-5.5 (US, Responses API + web_search +
reasoning), Mistral Large 2512 (FR, Agents API + web_search connector),
and Qwen3.7 Max via DashScope (CN, web_search inside thinking mode).
Each agent is run through a 2×2 factorial, crossing query mode (single-shot
vs multi-turn) with documents (absent vs a curated reference pack), N=5
per cell, four arms in all (Table 6). The single-shot mode sends a single
prompt with web search on, the null comparator; the multi-turn mode runs
a protocol in which the agent first designs its own prompt and settings, then
executes under a per-session cap of 50K tokens / $3, orchestrated by a sim-
ple harness: an independent classifier model driving a loop with the tested
agent as the tool. The single-shot-vs-multi-turn contrast isolates the proto-
col’s contribution over raw model capability; the documents contrast tests
whether a curated corpus matters more than the model. This section reads
the two no-documents arms; the documents axis is detailed in Annex C.

The document pack simulates a near-ideal retrieval step: eighteen power-
plant lists from ministerial Power Development Plans (PDP7/7A/8) and
national-utility (EVN) reports, extracted from the source PDFs and refor-
matted. The reference was compiled from these same sources, yet the pack
is not guaranteed to contain every reference plant: handing the agent the
sources is not handing it the answer, and the pack’s own coverage of the
reference is not itself measured here.

The single-shot arm differs from the §5 parametric baseline in two controlled
ways: web search is on (it was off in §5), and the call goes direct to each
vendor’s API rather than through OpenRouter (Annex C). The provider
actually running the model is uncontrolled either way — OpenRouter routes,
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and a vendor-direct call still lands on the vendor’s shifting infrastructure.
Within Experiment 2, comparisons use this common arm-1 sweep as their
baseline. Setting each agent’s single-shot-arm mean F1 (Table 6) against
the same lab’s flagship in the §5 parametric sweep, only Mistral improved
(0.41 to 0.49): Anthropic declined (0.67 to 0.60), Qwen declined (0.41 to
0.37), and OpenAI stayed flat (0.63 to 0.63), so web access and extended
reasoning improved on the memory-only baseline for only one of the four
agents. Row-level F1 against the 177-plant reference is scored for all four
arms (Table 6); the rubric-scored §3 dimensions that need a judging model
are out of scope for this section.

An anticipated objection: why not simply instruct the agents to merge
Wikipedia and the Global Energy Monitor tracker? Because the benchmark
evaluates a generic inventory method — naming the best public sources for
this particular country and energy subsector would put the answer in the
question, and the resulting protocol would not transfer to a setting where
the strong sources are not known in advance. The agents get a fair chance at
discovering those sources themselves: the prompts reference Global Energy
Monitor only as a status-vocabulary standard, never as a source to consult
or merge; the public lists sit in their training corpora (§5), web search is on,
and the multi-turn arm’s protocol explicitly encourages source discovery.
The one thing the protocol never discloses is where the reference inventory
itself is published.

Coverage: the best agent enumerates barely half the fleet. For
agents in the single-shot arm (arm 1): Anthropic median 77 rows (4/5 us-
able, one zero-row run); Mistral median 57 rows (range 48–74); OpenAI
median 83 rows (range 76–90); Qwen median 42 rows (range 33–45) — all
against the 177-plant reference. The multi-turn arm (arm 2) does not change
the picture: OpenAI median 86 rows versus arm 1 median 83 rows (modest
improvement; individual runs 79–96 vs 76–90); Qwen median 25 rows versus
arm 1 median 42 rows (regression; Qwen’s self-designed protocol imposed a
strict dual-source admissibility filter that constrains coverage from Turn 1).
The multi-turn protocol costs 2–4× more per run than single-shot across all
agents (Figure 7); OpenAI’s ratio is most extreme (median $0.73 multi-turn
vs $0.27 single-shot). These costs are not minimised: the harness applies no
prompt caching or context reuse, and the reference documents are resent on
every call; they are an upper bound on production cost rather than a floor.
In production, cache management across turns and arms (particularly for
the documents-arm calls that share an identical reference pack) can mate-
rially reduce this, though we did not measure the saving. On row-level F1
(Table 6, no-documents rows), the multi-turn protocol degraded three of the
four agents (Anthropic 0.60 to 0.56, Mistral 0.49 to 0.39, Qwen 0.37 to 0.27)
and gave OpenAI a marginal gain (0.63 to 0.65). This result indicts the
tested harness (agent-designed prompts under a 50K-token / $3 cap, driven
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Anthropic
Opus 4.6

Mistral
Large 2512

OpenAI
GPT-5.5

Qwen3
Max

50

0

50

100

150
Wikipedia 73%

177 plants

Number of assets identified (hatched = Exp 1 baseline; red = False Positives)

E1 1N 5N 1D 5D E1 1N 5N 1D 5D E1 1N 5N 1D 5D E1 1N 5N 1D 5D

Coverage, experiment 2
E1 = Memory only (Exp 1)  ·  1N = Singleshot, no doc  ·  5N = Multiturn, no doc  ·  1D = Singleshot, docs  ·  5D = Multiturn, docs

Figure 6: Average number of recognized assets (coverage) across five runs
(whiskers) for four SOTA models. Dashed bar 1 is Experiment 1, single-shot
no web: Opus worked better that way. Bars 2 and 4 are single-shot queries,
3 and 5 are multi-turn: the multi-turn harness failed to help. Bars 4 and
5 are RAG: providing documents did increase coverage. The dotted line
marks Wikipedia’s reviewed coverage of the reference. Source: author; see
Annex C.
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Anthropic
Opus 4.6

Mistral
Large 2512

OpenAI
GPT-5.5

Qwen3
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API cost per run, USD (hatched = Exp 1 baseline)

E1 1N 5N 1D 5D E1 1N 5N 1D 5D E1 1N 5N 1D 5D E1 1N 5N 1D 5D

Costs, experiment 2
E1 = Memory only (Exp 1)  ·  1N = Singleshot, no doc  ·  5N = Multiturn, no doc  ·  1D = Singleshot, docs  ·  5D = Multiturn, docs

Figure 7: Costs. May 2026 conditions, linear Y scale. Claude in Experi-
ment 2 costs several times more for worse coverage than Experiment 1 (see
Figure 4). Providing documents or using a multi-turn harness increases the
average cost. The harness also increases cost variability, as it lets the model
redefine its own prompt. Source: author; see Annex C.

by an external classifier loop), not multi-step agency in general: a human-
authored pipeline or a larger budget might fare differently. We did not find
published comparisons of frontier deep-research agents on structured-output
coverage at this granularity.

Provenance: corroboration by a second source is the exception.
Every Source 1, Source 2, and Notes cell across all 40 runs was parsed to
measure citation coverage and corroboration (see Figure S2 in Annex C for
the full figure). OpenAI multi-turn is the only agent to achieve both high
coverage (79–96 rows) and near-complete corroboration (77–88 rows with
Source 2 — approaching the full diagonal). Qwen clusters near the diagonal
at low coverage (22–45 rows single-shot; 22–42 rows multi-turn), meaning
nearly every plant it enumerates carries a second source. Mistral single-shot
produces near-zero corroboration across all five runs (0 or 1 Source 2 citation
per run) despite finding 48–74 rows. The most striking provenance gap is in
the single-shot arm: all five Mistral runs and several Anthropic runs return
tables with Source 1 citations but no Source 2. We did not find published
per-row provenance analyses of this kind for frontier deep-research agents.

Good documents equalise model performance. The conditions in
which agents receive a curated document set span four agents at N=5 per cell
(Annex C), directional evidence rather than a significance test, so the pattern
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is read tentatively, but it bears directly on where to invest. When agents
receive the same reference documents in a single query, the two weakest
performers climb toward the pack: Qwen lifts from F1 0.37 to 0.62 and
Mistral from 0.49 to 0.59, against marginal movement for the already-strong
Anthropic (0.60 to 0.61). The spread across agents (max − min F1) narrows
from 0.26 without documents to 0.18 with them — three of the four now
converge near F1 0.61, with only OpenAI keeping headroom (0.77). This is
equalisation, not rescue: with a shared document set, which model runs the
query matters less than which documents it is handed.

The effect is specific to single-query prompting — the multi-turn protocol
with the same documents does not equalise and in fact degrades Anthropic
(0.61 to 0.38). Equalising at F1 ≈ 0.61 still leaves the cohort short of the §3
quality bar; it suggests the binding constraint lies in document quality rather
than model capability, without resolving it. Extending these observations to
a wider model set (Sonnet, Mistral Medium/Small, DeepSeek) is deferred:
no further API calls were made; the finding rests entirely on the four-agent
cohort already scored in Table 6.

7 Extensions
The analyses in this section were performed after the two experiments were
presented at Econom’IA 2026, in response to questions from the audience:
why is the task hard, can weak runs be screened without a reference, can
runs be fused, and what system do the findings imply?

Why is the task hard?
The task is hard because the reference list is a long-tail distribution. Viet-
nam is a fast-growing power system, so its asset register is dominated by
forward-looking entries: proposed and planned plants together form the
largest share of the list, ahead of the operational core. Yet these forward-
looking entries are precisely the ones a model’s parametric memory finds
hard to know: many are recent or abandoned projects with little public
footprint.

Detection likelihood measures this difficulty directly. We define it, for a
status category, as the probability that a random plant in that category
is found by a random run of the experiment — averaged over the (plant
× run) cells. Table 1 reports it for two regimes: Experiment 1 (all models,
memory only; 70 runs) and the Experiment 2 with-documents arm (20 runs).
Operational plants are easy: almost every run finds them. The proposed
and planned long tail is hard. Giving the models documents lifts the whole
list, the tail most of all; the per-plant recognition matrix decomposes this
difficulty plant by plant (Annex D).
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Table 1: Composition of the reference list by asset lifecycle status and de-
tection likelihood. Experiment 1 includes all models; Experiment 2 is the
single-shot with-documents arm. Source: author.
Status n Share Detection (Exp 1) Detection (Exp 2, 1D)
Proposed 68 38.4% 8.4% 21.5%
Planned 21 11.9% 29.7% 79.3%
Under construction 10 5.6% 44.9% 81.0%
Operational 56 31.6% 45.2% 73.3%
Retired 2 1.1% 62.9% 100.0%
Cancelled 20 11.3% 15.4% 33.8%
All 177 100.0% 26.0% 50.4%

Screening without a reference
Internal coherence rejects the weakest runs without any reference. The
reference list grades runs from the outside; an exploratory analysis of the
Experiment 1 outputs suggests the weakest runs can be rejected without
ground truth at all. Degenerate runs are template-like: near-constant ca-
pacity and status columns (one run emits 496 rows, every one 1200 MW
and “Operating”). Within-run capacity variability — the number of dis-
tinct capacity values — tracks reference-based F1 across the 70 runs: the
degenerate runs cluster at the low end. An in-sample threshold rule rejects
23 of the 26 weakest runs with no false rejection: an existence proof rather
than a validated detector, as the cutoffs were tuned on the same 70 runs.
The internal-coherence indicators we already compute carry no such signal:
fabricated rows use impeccable controlled vocabulary and plausible dates.

This points to a two-level scoring design. The run-level screen rates one
output; above it, a model-level reliability grade aggregates the screen across
repetitions: a model version whose five repetitions all fail is disqualified as
a source, independently of any single run. In the vocabulary of intelligence
evaluation (the NATO “Admiralty” grading of STANAG 2511), the run-level
screen rates information credibility while the model-level grade rates source
reliability. Making these scorers part of the standard pipeline is future work
(§9). Aggregating the screen across each model’s five repetitions yields the
reference-free reliability grade of Figure 5: the inaccurate models are also
the unreliable ones, so the grade separates good sources from bad before any
reference is consulted. Treating models as information sources and runs as
information packages, this same source-reliability grade is a natural input
to fusion: a low-reliability model can be down-weighted or excluded before
its runs are pooled (the fusion discussion that follows).
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Can runs be fused?
The experiments in §5 and §6 establish that the gap is real: recall from model
memory is incomplete and volatile; frontier agents with web access improve
coverage but not provenance or reproducibility. The Q&A at the conference
— “did you fuse the results?” — points directly to the path forward. A
simple union already helps: pooling runs across models more than doubles
recall relative to the single-run mean (2.4×) at no new collection cost (aggre-
gation sweep in Annex E). Full treatment (estimating the unobserved share
by linear programming against a control total, applying capture–recapture
estimation for the residual) belongs to the research programme (§9).

The mirror-image lever buys precision: requiring at least two of the four
frontier models to agree nearly eliminates false positives — F1 = 0.749 with
0 false positives on the Experiment 1 cohort, F1 = 0.793 with 7 on the
Experiment 2 single-shot arm (full results in Annex E). Both levers reuse
existing runs; the structural answer to the ceiling no single model breaks is a
stateful pipeline built around the corpus (the architecture sketch is taken up
in §9). To our knowledge, no published benchmark or system targets open-
world enumeration of a national asset class with per-cell provenance at this
granularity. Nor did we find a published demonstration of the conjunction
of per-cell provenance with per-cell temporal validity in LLM-augmented
inventories; demonstrating that conjunction remains future work.

What system do the findings imply?
Scoring the output is not enough: a method benchmark must also score
the resources a method spends. To the §3 output dimensions — accuracy,
coherence, provenance, temporality — it adds a second axis, method quality:
whether the process is auditable, reproducible, and cost-predictable indepen-
dent of which model runs it. §8 builds on this distinction to separate the
levels at which a result is scored.

Read against that bar, the experiments place today’s methods. In §5 the
parametric method (recall from model memory) sits far below the Wikipedia
coverage bar. In §6 the one-dimensional method — a single-shot query
handed a curated document set, in effect retrieval-augmented generation
— improves coverage, but the gain is model-dependent and the multi-turn
protocol does not extend it; with shared documents the weakest agents may
approach the Wikipedia coverage bar, yet none reaches exhaustive research-
dataset quality.

The benchmark is results-based: it guides future work beyond retrieval aug-
mentation rather than prescribing an architecture, and §9 turns the gap into
a research programme.
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8 Discussion
F1 is a useful but opaque aggregate. Row-level F1 is the primary
metric in §5 and §6: the field’s standard comparability unit for structured
recall, computable without manual annotation. As an aggregate, it collapses
coverage (are the right assets present?), freshness (are the values current?),
articulation (was the query well-specified?), and coherence (are the claims
consistent?) into a single score. A system can reach high F1 by excelling on
one dimension while failing silently on others — a well-articulated prompt
against a stale corpus can return complete, internally consistent, but out-
dated values. The §3 four-dimensional framework diagnoses where a system
fails once F1 has ranked it.

F1 also conflates two failure modes that look identical in the output table:
facts the model never found, and facts it found but expressed in a form the
downstream extractor does not recognise. Articulation — the gap between
analyst intent and model query — shares a soft boundary with coverage,
so a paraphrased-but-correct fact reads as a missing value. The structured
prompt in §5 is designed to close the articulation gap; we assume the residual
deficit reflects true coverage and freshness limits rather than articulation
failures, but this is an assumption, not a measured separation.

A further share of false positives and false negatives belongs to the mea-
suring instrument rather than the model: a true plant reported under an
unrecognised name variant, or at a different reporting grain than the refer-
ence (power center, plant, or generating unit), scores as one of each even
when the asset is right (Annex B). The converse error — fuzzily merging
two distinct plants — appears bounded: of 174 ambiguous name pairs, 45
remain matchable after the unit-number veto, and the scored runs realise 0
such false matches (Table 2).

A result is scored at three levels. The benchmark separates three
questions that an aggregate F1 ranking elides. Method quality is a property
of the process, not of any one output it produces: whether the procedure
is auditable, reproducible, and cost-predictable independent of which model
runs it (§7). Figure 4 plots what a method spends against the F1 it achieves,
so a method that spends more without achieving more is dominated.

Run quality scores one table — a single model’s single run — on the four
§3 dimensions, the cell-level accuracy of its matched rows together with its
coherence, provenance, and currency. Model quality aggregates runs into
a reliability grade for the model as a source: a version whose runs are
repeatedly incoherent is disqualified as a source even when an occasional
run scores well (§7, Figure 5). The three are perpendicular (process, output,
source), and conflating them is how a single number flatters an expensive or
erratic system.
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Interday drift is an unquantified variance source. Beyond the 5-
rep within-session spread, provider-side silent movement (routing changes,
checkpoint updates) shifts scores at fixed call shape and seed. The top-up
canary observed shifts up to ∆F1 = 0.289 over a 24-hour window (qwen3.6-
27b, Annex B) — an interday variance the design observes but does not
quantify.

Refusal is evidence about the standard. In an archived baseline sweep
(Annex B), one model declined the task on 3 of its 5 memory-only reps,
opening with “I can’t honestly produce a complete, primary-sourced inven-
tory…” and refusing to fabricate citations from parametric knowledge alone;
a later re-run resolved compliance, yet the declined responses are not a miss-
ing data point to be imputed. Read against the §3 provenance dimension,
the refusal is the correct response: the dimension polices confidently-stated
fabrication, so a system that declines rather than fabricates is clearing, not
failing, the auditability test.

External coherence is harder to measure. The §3 coherence criterion
distinguishes internal consistency (within the dataset) from external consis-
tency (against world knowledge); the experiments here measure the internal
kind. The external kind resists a single metric for three reasons: the refer-
ence knowledge pool is undefined (RAG corpus, parametric memory, official
statistics, or physical constraints overlap imperfectly and carry different re-
liability); the checker’s own capability bounds what it can catch (a small
evaluator misses inconsistencies, a large one may confabulate corrections);
and the reasoning depth varies by claim, since detecting that a 6000 MW
gas plant in a province with no pipeline access is incoherent requires multi-
step inference, not lookup. A principled external-coherence metric remains
future work.

One case study, not a benchmark suite. Every result above is measured
on a single case: the Vietnam thermal-plant fleet against one 177-plant refer-
ence list. N = 1 at the dataset level means the findings are existence proofs
— the task is hard, a curated corpus equalises the agents, a reference-free
screen and simple fusion rules work here — not generalisable benchmarks.
The prompt templates, the matcher parameters, and the quality bar were
all developed against this reference; transferring them to another country or
asset class is a replication study, not a configuration change.

9 Future research
A method scores all green on the §3 quality bar when it finds all the projects,
only the projects, each justified by two primary sources, with correct at-
tributes. When a method identifies an asset, its attribute values are often
plausible; the dominant failure is coverage. Systems tend to enumerate ei-
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ther more assets with weaker attribute descriptions or fewer with stronger
ones, and outputs are confident regardless of documentation quality — a
model that cannot find a plant does not flag the gap, it simply omits it.
Closing the gap requires solving open problems in information architecture,
not prompting more carefully. We frame the research programme as five
open questions, ordered from the estimation core outward.

Fusing correlated evidence. The recognition matrix (§Annex D) turns
each reference plant into a row observed by many noisy runs: the input ob-
ject of multi-source truth discovery (Zhao et al., 2012). The open problem is
not the fusion mechanics but the identifiability premise they rest on. Truth
discovery assumes source errors are conditionally independent given the la-
tent truth. LLMs trained on the same web-scale corpus share correlated
errors; models within the same developer family agree with each other more
than with reality (Balasubramanian et al., 2026). That correlation inflates
apparent overlap and biases dark-figure estimates downward, hiding small,
under-documented projects. We ask whether the independence structure
recoverable from generation metadata suffices for reliable latent-truth esti-
mation, and what role the regulator’s installed-capacity-per-fuel total plays
as an external anchor when internal source agreement cannot be trusted.

The harder companion question concerns magnitude: the projects most
likely to be missed are the smallest, so missed count and missed capac-
ity diverge. Standard capture–recapture estimates a count; we ask whether
stratified estimation recovers a defensible lower bound on unseen installed ca-
pacity. Source reliability and latent-truth estimation are jointly determined
— no pipeline can grade sources first and fuse second (Manrique-Vallier,
2016).

Temporal representation: modality decomposition and forecast
resolution. The paper scopes to snapshot currency; scenario-projection
and historical-query use cases need richer temporal structure (§Annex G).
The engineering target — a claim log where each entry records both when
the assertion was made and what period of the world it describes, covering
plans, forecasts, and scenario projections — is well-scoped.

The scientific question is prior to it: whether a language model can reliably
decompose a source sentence into modality-tagged claims (attribute facts,
occurrence records, institutional acts, forecasts, and scenario projections),
and whether the fold rules that integrate them into a current-state view can
be stated and validated. We ask whether this modality structure is learnable
from source documents at scale, and whether a representation that separates
assertion time from fact-validity time makes its errors locatable in the sense
required for research-grade statistical tables.

External coherence under temporal supersession. The experiments
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measure internal coherence — agreement among an asset’s own claims. Ex-
ternal coherence requires a reference pool against which world knowledge
is read, and that pool is itself temporally structured: a claim grounded in
a 2019 press release may be superseded by a 2024 plan revision. ALCE
(Gao et al., 2023), RAGAS (Es et al., 2023), and Self-RAG (Asai et al.,
2024) each test whether a claim is traceable to its retrieved passage, not
whether that passage correctly describes the world at the query date. Faith-
fulness (a claim matches its source) and factuality (the source is current and
authoritative) are distinct properties, and the gap between them is where
inventory-construction fails. We ask what a reference pool must contain,
what checker capability it requires, and whether faithfulness and factual-
ity under temporal supersession admit a single estimator rather than two
metrics that each presuppose the other solved.

Knowledge-base architecture. The single-model ceiling motivates a
stateful pipeline that invests in the corpus between runs rather than in a
stronger model: a managed, auditable knowledge base where the statistical
table is a snapshot drawn from a sourced narrative inventory at a refer-
ence date, not a direct model output. Each cell is a claim recording its
source, date, confidence, and conflict-resolution history, and the narrative
layer carries the temporal dimension deferred in §3: plant lifecycle events,
PDP-cycle reclassifications, developer changes, and contested status periods
kept as annotated history rather than overwritten state.

A cell (one plant, one attribute, one value) maps to a knowledge-graph triple
of subject, predicate, and object, so fusing tables from competing sources re-
sembles fusing overlapping triple sets, where the same levers apply: conflict
resolution, source authority, and temporal versioning. The cases rule-based
schema-fixed systems cannot handle cleanly (assets mid-lifecycle, contested
sources, multilingual records, conditional projections) are where language-
model reasoning earns its place. This leaves open which representation
should be canonical: the narrative asset page, the knowledge graph, or an
append-only claim log of which both are projections. One design lesson
the articulation findings already license: extracting structure from text is
the lossy, measured direction; rendering text from structure is cheap. That
asymmetry argues for extracting claims once at ingest and rendering derived
representations at each output.

The benchmark can settle the representation question empirically: build
a narrative-authoritative and a claim-authoritative version from the same
harvested corpus, derive a table from each, and score both against the same
reference with the same matcher. We frame this contribution as an evalua-
tion instrument, not a settled architecture.

Transfer across regulatory contexts. The prompt templates, the
matcher parameters, and the quality bar were developed against the
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Vietnam thermal fleet as the sole reference (§8). The matcher’s similarity
threshold and the status vocabulary were fitted in-sample and should be
validated before the pipeline is applied to a different country or asset
class. The open question is not whether the method replicates but whether
its write path — extraction, entity resolution, and quality grading —
generalises out-of-distribution, and which parameters are universal versus
locally tuned.

10 Conclusion
This paper contributes a computable benchmark for producing evergreen,
research-grade statistical datasets, and it shows we are far from there. As
of mid-2026, AI systems queried with or without web access do not reliably
produce these inventories; that the task is hard is established twice. In the
memory-only baseline (§5), fourteen models score row-level F1 between 0.00
and 0.68 with high within-model variance, producing lists far less complete
than the Wikipedia pages already in their training data. At the commercial
frontier (§6), agents with web access and extended reasoning enumerate at
best around half the fleet, and fall short on accuracy, coverage, and prove-
nance.

What changes the picture is the documents condition. Handing the same
agents a curated document set in a single query equalises three of the four:
with documents in hand, the frontier-priced Anthropic agent (F1 0.61) and
the cheaper Mistral Large agent (F1 0.59) land within a few points of each
other, and which model runs the query matters less than which documents
it is handed (§6; the multi-turn protocol does not replicate the effect). The
investment that pays is sourcing, not a stronger or costlier model.

Two levers already deliver without any new data collection. The reference-
free screen rejects the weakest outputs without ground truth (an existence
proof rather than a validated detector, as it was tuned in-sample; the model-
level grade it aggregates to is Figure 5). Fusion recovers coverage: pooling
runs across models finds plants no single model reliably finds, and requir-
ing two models to agree nearly eliminates false positives (§7). The path
to research-grade quality runs through the sourcing pipeline: an auditable
knowledge base from which tables derive as dated snapshots, with humans
in the loop and multi-run fusion, not a stronger model or a single heroic
prompt. For the many countries whose statistical systems cannot yet sup-
ply machine-readable asset inventories, that is where the investment should
go.
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Annex A Scoring
This annex is version 0.1 of the benchmark scoring, to be improved: it
records the four-dimension quality score exactly as the current code com-
putes it. The §3 dimensions are stated qualitatively there; here each is
written out as the formula the scorer evaluates.

Hierarchy: cell, run, model
Scoring is hierarchical across three levels. A cell score judges one attribute
of one row (e.g. whether the fuel value is in the controlled vocabulary, or
whether a matched row carries the correct province). A run score is one
model’s single answer table: most run-level scores are the fraction of rows
or cells that pass a per-row predicate, and accuracy is the run’s row-level
F1 against the reference. A model score aggregates a model version’s runs
into a reference-free reliability grade: a version whose runs are repeatedly
incoherent is disqualified as a source even when an occasional run scores well.
Run-level scores below are fractions in [0, 1] (higher is better); the model tier
is defined at the end of this annex.

Accuracy (q1): row-level F1
Accuracy is measured against the reference by a minimum-cost bipartite
assignment formulated as a mixed-integer linear programme (LP matcher).
Each candidate pair (i, j) receives a cost combining (i) a name-similarity
term — zero for exact matches, one when the partial_ratio score
reaches 90 on the integer 0–100 scale, and a large penalty otherwise —
and (ii) a small capacity-difference term (default weight 10−3 per MWe).
Binary slack variables allow any record to be left unmatched at a fixed
penalty rather than forced into a poor pairing; the global optimum is found
by a branch-and-bound solver rather than greedily. This formulation is
mathematically equivalent to a minimum-cost flow problem on a bipartite
supply-demand graph with unit capacities. Province and fuel are delib-
erately excluded from the matching cost; they are scored separately as
cell-level attribute accuracy on the matched pairs.

The one-to-one assignment is a known limitation: when a model reports
two units as a single combined row (e.g. “Kiên Giang 1 & 2”), the row can
match at most one of the two reference entries and the other is recorded
as a false positive. A post-hoc audit of Exp. 2 false positives identified five
such combined-unit cases; they are classified as reconciliation artefacts —
a reference entry left unmatched by row aggregation — rather than plants
invented by the model.

Let M be the matched pairs, R the reference rows, S the system rows.
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Coverage (recall) is |M |/|R|, precision is |M |/|S|, and the headline accuracy
score is their harmonic mean,

F1 =
2 coverage · precision
coverage+ precision ,

zero when either component is zero. Cell-level attribute accuracy is the frac-
tion of matched rows whose fuel, lifecycle status, or province agrees with
the reference; a run that finds the right plants can still score low here if it
describes them wrongly. Plant-name matching is a named-entity recogni-
tion problem, and the LP matcher is not a general solution to it — nor is
it claimed as one. It was developed iteratively against the Vietnam refer-
ence list; the similarity threshold (≥ 90 on the rapidfuzz integer scale) and
the capacity-difference weight (0.001) were chosen to minimise false-positive
matches on this specific reference, and both parameters should be validated
before applying the pipeline to a different country or asset class. Run out-
comes other than ok (refusal, empty, parse error) are recorded with F1 = 0.

Coherence (q2): reference-free consistency
Coherence is scored without the reference, as a set of per-row predicates
each reported as the fraction of rows that pass. Vocabulary adherence is the
fraction of rows whose fuel is in the controlled fuel set, and status-vocabulary
adherence the fraction whose lifecycle status is in the controlled status set.
Row atomicity is the fraction of rows whose name does not carry a unit-
merge marker (two identifiers joined in one name, e.g. “3 & 4”, “I & II”,
“1 và 2”). Capacity non-negativity is the fraction of rows with a parseable,
non-negative capacity. Two level-conditioned predicates check internal self-
consistency given the level the model declared: capacity is plausible for
the declared level when it falls under the level’s cap (Unit ≤ 1350 MW,
Plant ≤ 3200 MW, Block ≥ 1300 MW, Complex uncapped), and the level
is consistent with the name when none of three name-pattern rules fires (a
merge-marker name cannot be a Unit; a bare-site name with no number
cannot be a Unit or Plant; a site-plus-number name implies a Plant, not a
Unit). Each predicate scores (rows passing)/(rows scoreable).

At the run level a coherence veto flags a degenerate table: a run is
vetoed when its capacity column has at most four distinct values or
its status column has at most one distinct value (cap_distinct ≤
4 ∨ status_distinct ≤ 1). The veto was calibrated in-sample on the
Experiment 1 runs and is the reference-free screen feeding the model-level
grade below.
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Provenance (q3): citation presence
Provenance is scored from the citation cells alone. Source presence is the
fraction of rows carrying at least one source (Source 1 or Source 2). Among
rows the model marks HIGH confidence, high-confidence dual-sourcing is the
fraction that carry both Source 1 and Source 2. Source diversity rewards
drawing on many distinct references, min(d/20, 1) where d is the number of
distinct non-empty Source 1 values, and source spread measures concentra-
tion, 1− cmax/n where cmax is the count of the most frequent source and n
the number of cited rows. Consistent with §3, this is verifiable rather than
verified provenance: the scorer counts and checks that citations are present,
it does not retrieve each cited source and confirm it supports the cell.

Temporality (q4): as-of dating
Temporality is scored from the dating cells. As-of presence is the fraction
of rows carrying an as-of date. Among those, plausible-range is the fraction
whose extracted year falls in [1980, 2100]; a uniform as-of year is not treated
as degenerate, since a single freshness date for a parametric dump is an
honest claim, while an implausible uniform year still scores zero through
the plausible fraction. Commissioning-date plausibility is the fraction of
commissioning-date values whose year falls in [1960, 2035], scored zero when
every value is identical.

Per-criterion breakdown and model-level grade
Figure S1 breaks the quality bar down criterion by criterion, showing which
dimension each model zeroes. The model-level reliability grade (Figure 5)
aggregates the reference-free run scores: a version whose runs are repeatedly
vetoed is disqualified as a source.
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Figure S1: Per-criterion breakdown of the quality bar (Experiment 1, 14
models × 5 runs): each cell is a per-model mean sub-score on a red→green
scale, and a dark-red cell anywhere in a column disqualifies that model, since
the bar is a conjunction. Rows span Accuracy, Coherence, Provenance, and
Temporality; only discriminating sub-scores are shown. Full per-dimension
formulas are above in this annex.
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Annex B Experiment 1: Technical specification
Task
Identify all thermal power plants in Vietnam from parametric model
knowledge alone. The target population is defined by the reference in-
ventory data/reference/vietnam_thermal_plants_v2_classified.csv:
177 plant-level records covering coal (85) and gas/gas-oil (92), across
all lifecycle statuses (operational, under construction, proposed, planned,
cancelled, retired). The reference was compiled by the author from primary
sources (PDP7, PDP7A, PDP8 annexes, EVN annual reports, MOIT
decisions) and is version-locked for this experiment.

Reference dataset provenance
The reference inventory was assembled by single-author manual com-
pilation, cross-referenced against the 18 source documents snapshotted
in data/rag_corpus/ (PDP7, PDP7A and PDP8 annex tables, EVN
annual reports, Report_32, Report_58, Study E542 unit tables) plus a
small number of MOIT decisions consulted off-corpus by the author. The
broader quality framework that motivates the design is documented in
docs/quality-grounding.md. The dataset is version-locked (2026-05-20)
for Experiments 1 and 2; per-row source priority, the full file inventory, and
MOIT decision identifiers are recorded in data/reference/PROVENANCE.md.

Residual uncertainty concentrates in the 68 “proposed” and 21 “planned”
rows: these forward-looking statuses carry the highest volatility across PDP
cycles. The three cases most likely to shift status, capacity, or developer
between the freeze date and any downstream use are LNG Cái Mép Hạ (Bà
Rịa-Vũng Tàu, 6000 MWe), LNG Hà Tĩnh (6000 MWe), and Dung Quat
SEZ J-Power Phase I (Quảng Ngãi, 2400 MWe coal). To our knowledge,
no independent per-plant audit-trail dataset exists for Vietnam’s thermal
fleet, and we did not find a second human-curated reference at comparable
granularity; the closest available external check is Global Energy Monitor
(GEM, 119 distinct plants; snapshot exported no later than 2026-04-02, the
date it entered version control), against which we report a light-reviewed
concordance in Table 2.

Source concordance (reference vs GEM and Wikipedia). GEM cov-
ers 157 of the 177 reference plants (89%) after light review — more matches
than GEM’s 119 distinct plants because matching operates at the reference’s
phase grain: one GEM plant row can match several reference phase rows
(e.g. successive phases of the same site — gem_thermal.csv has 153 rows
under 119 distinct plant names). Wikipedia (coal list + general-page gas
section) covers 130 (73%). Neither is a superset: GEM retains 13 cancelled
or announced plants the reference excludes, while the reference adds the
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Table 2: Source concordance by status, generated from
data/reference/tab_source_concordance.csv. Coverage is light-
reviewed — an ASCII-fold pass recovers Vietnamese-diacritic naming
variants the LP matcher floors (“Cà Mau I” vs “Ca Mau 1”), which slightly
over-counts via phase/grain mismatch (one source row ↔ several reference
phases), so the percentages are upper bounds — quantified on the reference
itself: partial_ratio ≥ 90 exposes 174 distinct-plant name pairs, the
unit-number veto leaves 45 of them matchable, and the scored runs realise
0 fuzzy matches below the threshold. Full per-plant human reconciliation
is out of scope for this paper.
Status Reference GEM matched GEM-only Wikipedia matched
Proposed 68 53 2 37
Planned 21 21 0 18
Under construction 10 10 0 8
Operational 56 52 0 53
Retired 2 2 0 2
Cancelled 20 19 11 12
All 177 157 13 130

PDP8 LNG pipeline GEM lacks (the 20 reference-only rows, concentrated
in “proposed”). The built fleet is well covered by both; the divergence is in
the forward-looking tail, exactly where the reference’s contribution lies.

Prompts
Analysis-cohort prompt. The fourteen-model analysis cohort
(modelset_exp1_batch2, the cohort behind every per-model number
in §5) received the full baseline single-shot prompt — experiments/sota
/protocol_07_naive_prompt.md — verbatim as the sole user message, at
temperature 0, seed 42, max_tokens 65536, web access off; this was verified
against the archived per-run records. The prompt in full:

# GOAL
Produce a complete, primary-sourced reference inventory of Vietnam’s past, present
and future thermal generation assets (> 30 MWe). Begin the document directly
with the inventory table — no title, no preamble, no overview section. Structure
it as follows:

• the plant inventory: exactly one pipe table, never split into sub-tables by
status, fuel, province, or any other dimension. Columns in this exact order:
Name (Vietnamese), Name (English), Province, Fuel (Coal / Domestic gas
/ Imported LNG), Technology (Subcritical / Supercritical / USC for coal;
CCGT / OCGT for gas), Units × MW, Total MWe, Status, Status as-of-
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date, COD, Owner/Developer, Confidence, Source 1, Source 2, Notes. Do
not add statistical summary, cross-tabulation, or any other pipe tables; fold
aggregate statistics into prose.

• per-asset or per-project explanatory notes: for each asset that warrants it
(major, disputed, ambiguous, or historically important), a concise sourced
note covering development history, notable issues, and confidence-qualified
attributes. Straightforward operational assets need no note.

• an annotated bibliography of every source cited (full citation; URL when
available; original-language title plus English translation for non-English
sources; summary annotation of what was drawn from each)

Scope includes all thermal assets > 30 MWe at any stage of the lifecycle, including
shelved or cancelled projects.
When uncertain, mark confidence LOW and explain why in the Notes field. Never
fabricate sources or URLs; write “URL not verified” if you cannot locate the exact
handle. Include known plants even without a primary source rather than omitting
them.
Output format: Markdown.
# QUALITY DIMENSIONS
Your output is judged on four axes:

1. Accuracy — right assets and right attributes. Row level: recall and precision
against a curated reference (F1). Cell level: capacity, fuel, location, operator,
COD, status correct. Confident fabrication is the policed failure mode.

2. Coherence — internally and externally consistent. Totals reconcile with
known subtotals; no negative capacities, no double-counted units, no cross-
row contradiction; values plausible in unit, magnitude, geography, technol-
ogy, date. Conflicting sources reconciled explicitly (which chosen and why),
not silently.

3. Provenance — each value traces to a source that actually supports it, not
a merely plausible citation. Two independent primaries is the ideal; one pri-
mary, a regulator database, or a marked secondary is weaker but acceptable
if its status is explicit. Unsupported values are the failure.

4. Temporality — every value carries a best-effort as-of date; status changes
are flagged. Distinguish current status from past reports, planned from
operating capacity, source date from fact date.

We prefer a comprehensive inventory with uncertainty clearly expressed over a
shortlist of well-known assets.
# CONTEXT
## Source quality management
Two distinct epistemic roles — do not conflate them:

• Discovery & characterization: parametric knowledge and web search, includ-
ing tertiary sources, MAY be used to generate leads, locate assets, and form
initial hypotheses about attributes.
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• Justification in the final inventory: a claim can be justified ONLY by an
admissible independently consulted source that actually supports it.

Admissible primary sources: official government documents; regulator-aggregated
official data; operator filings/press releases.
Admissible secondary sources: international-institution reports; bylined trade press;
industry trackers and data brokers that expose the primary they cite.
Not admissible sources:

• Tertiary compilations (encyclopedias, Wikipedia/Wikidata/DBpedia, mir-
rors, aggregators re-syndicating without independent verification).

• Any deposited dataset that does NOT expose, per value, the primary source
it draws from — a DOI or repository deposit does not by itself confer ad-
missibility.

Local-language sources are preferred but not required; when used, include the
original-language title plus an English translation in brackets.
If a lead surfaces only via an inadmissible source, trace to its original source and
cite that; if none is found, record Source = “not found”, confidence LOW. In the
table mention the inadmissible source in Notes, not in Sources.
## Calibrated confidence vocabulary
Each row in the inventory table carries a confidence level based on evidence and
agreement:

• HIGH = >=2 INDEPENDENT concordant sources, at least one is primary
• MEDIUM = 1 primary source, OR a sourced aggregator citing a verifiable

primary
• LOW = secondary only / inferred / unresolved conflict / not found

Independence check (run BEFORE judging agreement):

• Trace each source to its origin; merge sources sharing one origin into ONE.
• Sources re-syndicating Wikipedia/Wikidata are NOT independent and NOT

admissible.
• Filling both Source columns does not by itself confer HIGH; independence

is required

Hard ceilings (override the above):

• Commercial operator self-reported not confirmed by an official source: cap
claim at MEDIUM.

• Status attested only by a source older than 24 months and unconfirmed
since: cap status at MEDIUM (LOW if older than 48 months). Freshness
is measured on the publication date of the most recent admissible source
attesting the status — NOT on the older Status as-of-date.

• “Source = not found” rows: LOW by construction.
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Explanatory notes must state the confidence level for the row-level existence/status
claim and may additionally qualify one or two disputed attributes (capacity, status,
fuel, COD, owner/operator, or location). Per qualified claim, state: value, con-
fidence level, evidence type (primary/secondary), and sources. When sources dis-
agree, investigate for transcription errors, time-based changes, and unit/translation
issues; follow the higher-tier source if unresolved, and add a note in the Notes cell.
## Asset-row and status rules
Each row corresponds to one asset record. The DEFAULT unit is the plant / unit-
group, not the power center: when a site co-locates several plants with distinct
capacity, COD, owner/developer, fuel, status, or financing (BOT/IPP) arrange-
ments, each one is its own row. Aggregate to center-level in a single row ONLY
when detailed evidence is unavailable; in that case mark the row ambiguous and
explain the aggregation in Notes. Conversely, do not split a single plant into
multiple rows when the only difference is individual generating units sharing one
commissioning, owner, and status — record these as Units × MW on one row.
Status definitions (use these exact terms, aligned with Global Energy Monitor
vocabulary):

• Announced: described in government plans or corporate filings; no permits
sought, no land acquired.

• Pre-permit: environmental and regulatory approvals being sought; no per-
mits issued yet.

• Permitted: all required government approvals received; construction not yet
started.

• Construction: site preparation or EPC execution underway.
• Operating: formally commissioned.
• Shelved: previously active or advancing but progress halted without formal

cancellation.
• Cancelled: formally cancelled or replaced by another project.
• Retired: permanently closed or decommissioned.

Capacity rule: Record nameplate electrical capacity in MWe when available. If
sources do not distinguish gross vs net, record the stated MW value and note
“gross/net unspecified”. Do not mix thermal MW, boiler capacity, steam output,
or investment package capacity with electrical MWe. For Units × MW, make
arithmetic consistent with Total MWe or explain discrepancies in Notes.
Explanatory notes discipline: The table comes first. Per-asset notes follow the table
and are selective: write one only for assets that are major, disputed, ambiguous,
or historically important. For straightforward operational assets a compact Notes
cell in the table is sufficient; do not repeat it as a separate note.

Two prompt-design limitations are acknowledged. First, although the
prompt asks the model to “begin the document directly with the inventory
table”, it lacks a forced-prefix instruction (e.g. start your answer with
| Name) that would constrain the first generated tokens and simplify
downstream parsing. Second, its status vocabulary follows Global Energy
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Monitor and offers no label for the reference’s “Proposed” stratum (~38.4%
of rows) nor for “Planned” — mechanically depressing measured status
accuracy, as discussed in §5. The scores reported here measure the prompt
as sent, with both limitations in place.

In both cohorts, every API call carried the same system instruction explic-
itly forbidding web search (the two sweep configurations declare the identi-
cal string): “You have no web search capability. Do not claim to perform
searches, do not invoke tools, do not fabricate URLs. Answer from paramet-
ric knowledge only.”

Models
Sixteen models from modelset_exp1_journal (v2, defined in experiment
s/experiments.toml):

Model Lab Size class Reasoning tokens*
claude-opus-4.6 Anthropic frontier 0
claude-sonnet-4.6 Anthropic frontier 0
claude-haiku-4.5 Anthropic mid 0
gpt-5.5 OpenAI frontier 1,537
gpt-oss-120b OpenAI large 35
gpt-oss-20b OpenAI mid 18
mistral-small-2603 Mistral mid 0
mistral-medium-3-5 Mistral mid 0
mistral-large-2512 Mistral frontier 0
qwen3.6-27b Alibaba mid 5,735
qwen3.6-35b-a3b Alibaba mid 8,143
qwen3.6-flash Alibaba mid 7,971
qwen3.6-plus Alibaba frontier 6,677
qwen3-max-thinking Alibaba frontier 0
deepseek-v4-pro DeepSeek frontier 16,774
deepseek-v4-flash DeepSeek mid 775

* Median over 3 runs.

Mistral’s per-tier branding (Small 4 / Medium 3.5 / Large 3) is the lab’s
own scheme and does not denote a generation order; we adopt their naming
verbatim. All sixteen models received identical call parameters (T=0,
seed=42, max_tokens=32768, no-web system instruction). The per-model
results in §5 come from the 14-model analysis cohort: this sixteen-model
journal tier minus two weak Qwen variants (modelset_exp1_batch2,
defined in the Prompts subsection below). The only reasoning-related
signal sent was reasoning_effort = "minimal" for the two gpt-oss-*
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entries, declared in the registry. The “Reasoning tokens” column re-
ports the median completion_tokens_details.reasoning_tokens field
over the post-fix top-up cohort (2026-05-21, N≤3 per model). The
original baseline cohort (2026-05-20) ran on a harness that stripped
usage.completion_tokens_details before writing records to disk; the
top-up sweep was issued post-fix with identical call shape to recover the
column. Two regimes are visible: Anthropic and Mistral models report 0
reasoning tokens across all reps; DeepSeek V4, all Qwen3.6 entries that we
could run, GPT-OSS, and GPT-5.5 allocate between dozens and 16,774
tokens to internal reasoning. qwen3-max-thinking reports 0 despite the
explicit naming: OpenRouter does not expose reasoning tokens for this
model in the absence of an explicit reasoning_effort flag. qwen3.6-flash
retains N=1 post-fix because Alibaba’s free-tier upstream rate-limited addi-
tional attempts. For qwen3-max-thinking, an early minimal-effort smoke
produced 5/5 refusals; the no-effort lineup recovered 5/5 usable rows after a
parser fix that handles markdown section dividers inside structured-output
tables. The four Experiment 2 labs (Anthropic, OpenAI, Mistral, Alibaba)
each contribute their journal-pinned flagship — Opus 4.6, GPT-5.5, Mistral
Large 2512, Qwen 3 Max Thinking — so Experiment 2’s “deep research vs
parametric” claim can be tested within-model (qwen3-max via OpenRouter
here, qwen3-max-2026-01-23 via DashScope in Experiment 2). Opus 4.6
is preferred over the newer 4.7 for the parametric baseline because 4.7’s
verbosity exceeds the max_tokens budget on the full Vietnam plant table.
GPT-5.5 declined this task on 3 of 5 reps in this archived baseline
sweep (prompt p1_base), refusing to fabricate URLs or source citations
from parametric knowledge alone; the modelset_exp1_batch2 re-run
reported in the body resolved compliance. The declined replies, quoted and
read against the provenance bar, are taken up in the Discussion (§8).

Run parameters

Parameter Value Rationale
Repeats per model 5 Sufficient to

characterise
within-model variance;
pilot (n=2–5) shows
variance stabilises

Temperature 0 Isolates prompt-driven
variance from sampling
noise; residual variance
under T=0 is the
stronger claim
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Parameter Value Rationale
Seed 42 Reproducibility where

supported by provider
Max tokens 32768 Sized to accommodate

verbose frontier models
(Opus, GPT-5.5) on
the full Vietnam
thermal-plant table; an
8k cap truncated Opus
4.6/4.7 mid-table
during pilot

Budget $15 Per-sweep cap; the
runner halts at
exceedance

Total runs 70 14 models × 5 repeats

seed is best-effort on OpenRouter: Anthropic and OpenAI honour it for
sampling RNG, Mistral and DeepSeek treat it as advisory. The mixture-
of-experts (MoE) entries (gpt-oss-*, mistral-large-2512, qwen3.6-35b-a3b,
qwen3.6-plus, qwen3-max-thinking, deepseek-v4-pro, deepseek-v4-flash)
carry residual non-determinism even at T=0 + seed pinning, characterised
in the post-fix top-up and interday-variability sub-section below; the
5-repeat budget surfaces this as observed within-model variance rather
than treating it as noise to be eliminated. We did not find an external
characterisation of MoE non-determinism for multi-row structured outputs
at deterministic decoding settings; the present discipline is informed by
in-project measurement rather than external benchmarks.

Post-fix top-up cohort and interday variability
The original 16-model × 5-rep baseline was executed on 2026-05-20 against
a harness that silently dropped usage.completion_tokens_details. To
recover the reasoning-token signal without re-running the full sweep, a
post-fix top-up added N≤3 additional reps per model on 2026-05-21,
identical call shape (same model_set IDs — recorded as the frozen
modelset_exp1_baseline, since two journal-set IDs had been edited
between the two days; same prompt, temperature, seed, max_tokens,
system instruction). Outcome metrics (F1, coverage, fuel/status/province
accuracy) pool both cohorts; reasoning_tokens are reported from the post-
fix cohort only. Three models (qwen3.6-flash on Alibaba’s rate-limited free
tier; gpt-5.5, which declined on principled grounds in all three of its top-up
attempts — mirroring its 3-of-5 refusals in the original baseline cohort;
deepseek-v4-pro with provider-side null content errors) yielded fewer than
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3 usable post-fix reps; the per-model N is shown in the topup-results table
(tab_exp1_reasoning_topup in the report).

A canary rep per model was compared against the original 5-rep range before
launching the top-up. Three models showed |∆F1| > 2σbaseline between
cohorts at fixed call shape and seed: deepseek-v4-pro (−0.185), qwen3.6-27b
(+0.289), qwen3.6-35b-a3b (+0.165). We pool all reps regardless and surface
this as an interday-variability finding rather than excluding the drift models:
T=0 and seed=42 do not neutralise silent provider-side movement (routing
changes, checkpoint updates) for these labs over a 24-hour window. We did
not find a prior quantification of day-scale F1 drift at fixed deterministic
call parameters for production LLM APIs on structured extraction tasks;
we report ours as an observation rather than a primacy claim.

Run bookkeeping and gate sensitivity
The four-dimension scoring — the LP matcher, the per-dimension formulas,
and the cell–run–model hierarchy — is implemented in Annex A. This sub-
section records the bookkeeping fields logged alongside the scores for each
run and the sensitivity of the reliability gate.

Metrics recorded per run:

Metric Level Description
n_plants run Number of rows

extracted
tp, fp, fn run True/false positives,

false negatives against
reference

f1 run Row-level F1 = 2·P·R /
(P+R)

fuel_accuracy cell Fraction of matched
rows with correct fuel
classification

status_accuracy cell Fraction of matched
rows with correct
lifecycle status

province_accuracy cell Fraction of matched
rows with correct
province

cost_usd run API cost in USD
wall_s run Wall-clock time in

seconds
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Metric Level Description
tokens_out run Output tokens

consumed

The matcher, the scoring formulas, and the per-criterion quality-floor break-
down (Figure S1) are in Annex A.

Reliability-gate sensitivity. The Figure 5 grade depends on two tuning
choices: the indicator set (which reference-free dimensions enter the good-
run conjunction) and the pass threshold τ (a dimension counts as failed
when its score is ≤ τ). The table below sweeps both — three indicator
sets × four thresholds — and reports, for each cell, the number of disquali-
fied models (reliability ≤ 1) and whether that set equals the baseline floor.
The outcome barely moves across the grid: five models are disqualified un-
der the discriminating and all-reference-free sets at every threshold, four
(qwen3.6-flash escapes) under the narrower coherence-only set; the headline
reading of Figure 5 does not hinge on the gate’s tuning. Source artifact:
experiments/derived/exp1_reliability_sensitivity.csv.

Indicator set n dims τ #disqualified = floor
Coherence only 3 0.0 4 no

0.1 4 no
0.2 4 no
0.3 4 no

Discriminating 6 0.0 5 yes
0.1 5 yes
0.2 5 yes
0.3 5 yes

All reference-free 12 0.0 5 yes
0.1 5 yes
0.2 5 yes
0.3 5 yes

Figure 4 plotting detail. In the cost-vs-quality figure (Figure 4), each
model contributes a filled square at its pooled median true-positive count,
unfilled circles at every rep from the 2026-05-20 journal sweep, and ×
markers at every rep from the 2026-05-21 reasoning-token top-up; the
two cohorts are pooled unconditionally (no canary gate), so intra-day
variability is absorbed into the reported within-model spread. Each rep
is plotted at its own per-call cost (cents USD, log scale), and a thin
polyline connects a model’s reps in cost order. The Y axis starts at −5
so refusal markers at TP=0 sit visibly above the axis. Marker colour
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encodes the architectural family from a colourblind-safe palette: Claude
(blue), GPT (vermillion), Mistral (bluish-green), Qwen (reddish-purple),
DeepSeek (orange). Per-model numbers backing the figure are written to
report/inputs/generated/cost_quality.csv for audit.

Sweep configuration
The sweep is defined in experiments/experiments.toml as
sweep_exp1_baseline (model_set = modelset_exp1_journal, repeat = 5,
T = 0, seed = 42, budget_usd = 15, max_tokens = 32768, prompt_modules
= []). These match the Run-parameters table above and the as-run records
in measurements.jsonl (method_params.max_tokens = 32768); an earlier
draft quoted the pilot’s 8192-token / $10 cap, which the journal sweep
superseded. Outputs land in experiments/outputs/exp1/baseline/; the
prior pilot runs are preserved under baseline.pilot/, kept separate from
the journal data. Results are ingested into measurements.jsonl via make
rebuild-measurements.

Experiment 1 was run as 5 reps per model on 2026-05-20 and topped up
with 3 additional reps per model on 2026-05-21 after a harness fix restored
capture of reasoning_tokens. The top-up reps land in experiments/ou
tputs/exp1/baseline.topup_canary/ and baseline.topup/; we pool
them with the original five unconditionally — no canary gate. Intra-day
variability across the two acquisition windows is absorbed into the reported
within-model spread rather than filtered out.

What this experiment does and does not test
This experiment establishes the parametric ceiling: the best row-level qual-
ity achievable from model memory alone with a well-specified prompt and
no external information. It leaves three of the four quality limits open: Cov-
erage (facts absent from training data), Freshness (facts post-dating training
cutoff), and Coherence (synthesis errors across the table). Only Articula-
tion — the gap between intent and prompt — is partially addressed by the
structured prompt. The gap between this ceiling and the quality bar defined
in §3 motivates the subsequent experiments.
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Annex C Experiment 2: Technical specification
This annex describes Experiment 2 as actually run: a 2×2 factorial (query
mode × documents) over the four agents below, N=5 per cell, 80 production
sessions in all. The two no-documents arms (single-shot and multi-turn, 40
sessions) ran first; the two documents conditions (the same single-shot and
multi-turn surfaces with a reference document pack attached, 40 sessions)
were added during execution and complete the factorial. The four arms are
reported jointly in §6’s Figure 6 and below. Row-level F1 against the reference
was scored for all 80 runs. The rubric-scored §3 dimensions that need a
judging model are out of scope. This annex pins the as-run specification; the
inferential analysis lives in the technical report’s Experiment 2 chapter.

Task
Identify all thermal power plants in Vietnam using four state-of-the-art
cloud agents with extended reasoning and web access. Same target pop-
ulation as Experiment 1: the 177-plant version-locked reference inventory
at data/reference/vietnam_thermal_plants_v2_classified.csv.

Agents
Four direct-API agents, ordered by ascending baseline smoke cost. Open-
Router is not used here — vendor-direct invocation keeps web-search billing
transparent.

# Vendor Model Surface
1 Mistral Mistral Large 2512 Agents API + web_search

connector
2 Alibaba Qwen3.7 Max DashScope, web_search inside

thinking mode
3 OpenAI GPT-5.5 Responses API + web_search +

reasoning
4 Anthropic Claude Opus 4.6 Anthropic API +

web_search_20250305 + adaptive
thinking

Anthropic is pinned to Opus 4.6 (not 4.7): identical call shape at lower per-
call cost. Kimi K2.6 is disqualified — vendor docs document thinking and
$web_search as mutually exclusive, fatal for §6’s “extended reasoning AND
web access” requirement. The cohort spans a vendor and geographic spread
(US × 2 + FR + CN).
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Baseline reference for cross-comparison
The single-shot baseline that §6 compares against is not §5’s modelset_e
xp1_journal sweep. It is the pre-existing experiments/outputs/direct
_complete/ artifact from sweep_direct_complete over modelset_front
ier_10labs — a wider lab survey at a single rep per model, read directly
and not re-run.

Phase structure
Phase A — Reflexive prompt design (multi-turn arm). The multi-
turn arm opens with a design call. Each agent is shown the same inven-
tory specification the single-shot arm sends (the task, the four §3 quality-
dimension paragraphs, the source-admissibility and confidence rules, all re-
produced verbatim as the analysis-cohort prompt in Annex B), then asked to
design how it will work the task across the multi-turn Phase B. The agent
returns a JSON envelope with a system_prompt (installed at agent cre-
ation), a designed_prompt (sent verbatim on turn 1 of Phase B), settings
(thinking, max_tokens), and a short rationale. Its freedom covers search
strategy, source hierarchy, confidence discipline, and stopping criteria; the
Phase B deliverable schema is fixed. The metaprompt that frames this
design call is reproduced below verbatim, with one elision: the shared inven-
tory specification it wraps (deliverable structure, quality dimensions, source-
quality and confidence rules) is identical to the single-shot-arm prompt in
Annex B and is marked but not repeated.

# ROLE
You are a state-of-the-art AI assistant being evaluated as a subject in a structured
statistical-inventory experiment. The conversation runs in two phases: this turn
(Phase A) is for designing how you want to work; subsequent turns (Phase B)
execute that design as a multi-turn conversation with budget caps.
# GOAL
In Phase A — this turn — you design your own approach. You will return a
JSON envelope containing a system_prompt to install on yourself at agent-create
time, a designed_prompt to receive as the first user message of Phase B, runtime
settings, and a short rationale. Your freedom covers search strategy, source
hierarchy, confidence rules, budget discipline, and stopping criteria — the Phase B
deliverable schema and structure are fixed by this prompt. The designed Phase B
prompt must be operational, not philosophical.
[ Elided: the Phase B deliverable specification, quality dimensions, source-quality
management, calibrated confidence vocabulary, and asset-row rules — identical to
the single-shot-arm prompt reproduced in Annex B. ]
# FORMAT
Return ONLY a single JSON object with this exact shape:
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{
"system_prompt": "<the system prompt you want installed on yourself

at agent-create time>",
"designed_prompt": "<the user-side prompt you want sent to yourself

verbatim on turn 1 of Phase B>",
"settings": {

"thinking": true_or_false,
"max_tokens": <int>,
"rationale_for_settings": "<short string>"

},
"rationale": "<2-4 sentences naming which of the four quality

dimensions your changes target and how>"
}

Output ONLY the JSON object. No markdown fence, no prose around it.
# CONTEXT — Budget
Phase B has a two-dimensional budget per session: 50,000 tokens of model gen-
eration (visible output + internal thinking / reasoning tokens, summed across all
your turns in that session) and a $3.00 dollar guard (everything the provider bills:
tokens at all rates + per-call web_search fees + connector tokens at connector
rates). Whichever cap reaches 20% of its initial value first triggers a terminal reply.
Web search input/output, connector tokens, and document-fetch payload do not
count toward the 50,000-token cap — those are retrieval payload, not your genera-
tion. They do count toward the $3 dollar guard. Phase A (this turn) has a separate
$1 ceiling. Across one Phase A and five Phase B sessions per subject, the total
per-subject budget is ≤ $16. If budget becomes tight, preserve recall, provenance,
and uncertainty notes; compress per-asset notes and bibliography annotations.
# CONTEXT — Planning headroom
Up to three turns of planning/search before the verify pass. Don’t aim to produce
the inventory on turn 1 — use early turns to search, decompose, and surface
uncertainty. The harness prompts you up to three times while no report is present.
After your first turn classified as a report, you get one verify-and-polish pass, then
the conversation ends.
# CONTEXT — Tools and dispatch
No tool that delegates reasoning/generation to another model (no sub-agents, no
model-to-model handoff, no LLM-invoking code interpreter). Retrieval tools only.
This experiment measures single-agent capability under a fixed budget.

The protocol the agents executed was validated by the agents themselves.
Before any production session, all four subjects reviewed the protocol as refer-
ees and returned a verdict; all four returned accept-with-reservations across
two review rounds, and the design was revised against their reservations be-
tween rounds. The dual-axis budget cap above answers a dollar/token-parity
objection three of them raised: a dollar-only cap would have penalised mod-
els with expensive output tokens, so the token axis binds reasoning capacity
comparably across vendors while the dollar axis binds the bill. The planning-
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headroom paragraph answers an objection that the reply loop biased agents
toward reporting on turn 1. The most consequential accommodation con-
cerns the harness itself: the agents objected that an early design used a
classifier from the same vendor as the subject it judged, a self-evaluation
pairing. We moved the classifier to an independent third-party model — so
the orchestrating harness is deliberately not one of the four agents under
test, and never grades its own vendor’s output.

Phase B-0 — Single-rep smoke (multi-turn arm). Each designed
prompt runs once (N=1) end-to-end through the multi-turn auto-reply loop
(see “Phase B dialogue policy”). The four single-rep outputs surface adapter
parser bugs, prompt failures, refusals, and real per-session cost before the
full N=5 batch is committed. Gate to Phase B is a human review confirming
(i) all four adapters produced valid RunRecord instances, (ii) parsed tables
are non-empty, (iii) costs sit within the dual-axis session cap empirically.

Phase B dialogue policy (fixed experimental condition)

Arms 2 and 4 are structured as a simple harness: an LLM orchestrator
(the DeepSeek classifier) drives a loop in which the tested LLM acts as the
tool, with the harness state machine deciding which of three fixed reply
strings to send next. The word “agentic” applies to this decomposition; it
is “simple” in the sense that the orchestrator issues fixed prompts rather
than generating them adaptively, and the loop logic is fully specified in code
rather than delegated to a second LLM’s judgment.

After the Phase A design call, Phase B was a multi-turn conversation
against the same agent, driven by a small state machine. The author-side
reply was one of three fixed strings; the choice was made after each agent
response by a one-shot LLM classifier deciding whether the agent had
“produced a report” or not. The classifier’s cost was harness overhead
and was not deducted from the SOTA agent’s session budget. The as-run
classifier was deepseek/deepseek-v4-pro; the earlier-run choice was
nvidia/nemotron-nano-9b-v2, with mistral-small-latest confined
to the pilot. DeepSeek is a third-party vendor distinct from all four
subjects (Anthropic, OpenAI, Mistral, Alibaba), so the classifier never
formed a same-vendor self-evaluation pair with the agent it judged —
the cross-vendor independence goal that drove the switch away from the
original same-vendor classifier.

Three reply strings, verbatim:

• ENCOURAGE (sent up to three times before forcing terminal):
“Proceed as you think is best in autonomous agentic mode.”

• VERIFY (sent exactly once after the first agent response classified as
a report): “Thank you for the inventory. Please now verify and polish
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it in ONE focused pass, prioritising: (a) per-row provenance — every
Source 1 and Source 2 cell must point to a specific URL from your
bibliography; (b) coverage — any plant present in your bibliography but
absent from the table; (c) temporality — every row has an as-of date or
status-change note; (d) internal consistency — capacity totals reconcile
across the table and the statistical summary. Return the corrected
inventory only — no meta-commentary on what you changed.”

• TERMINAL (sent when remaining budget ≤ 20% of the cap, or after
three consecutive no_report classifications — ENCOURAGE on the
first two, TERMINAL on the third): “I have no additional directive to
give you. Please proceed to generating the report without further asking.
If you cannot, we would appreciate to know why, but the discussion
will stop here in any case. Thanks for your understanding.”

Every user-side message after turn 1 carries a chat-text status prefix —
“Status: remaining X.XK of 50K tokens, $X.XX of $3.00. Wall-clock elapsed
Ys. Verify Z.” — exposing both budget axes to the agent (Z tracks the
VERIFY-message state: pending, on this turn, or used), and, where the
provider exposes a metadata surface, a structured metadata field carrying
cap_tokens and cap_usd. After VERIFY’s response is captured (or after
TERMINAL’s response), the loop terminates.

Phase B — Execution (N=5). Gated on a clean B-0 review. Each
designed prompt runs five times against a single provider per agent (the
closed-weight frontier agents have one vendor each; the cross-provider vari-
ance reported for MoE models in Annex B does not apply). The four Phase
B-0 sessions are the first reps of these five.

Arms and budget
The query-mode axis of the 2×2 has two settings over the same four agents,
five reps each — the no-documents half of the factorial (40 production ses-
sions):

• Single-shot — the baseline single-shot prompt (experiments/sota
/protocol_07_naive_prompt.md) sent verbatim as the sole user mes-
sage, no system prompt, web search on, one model response per session.
This carries the v2 task statement and quality criteria but none of the
multi-turn methodology (budget rules, planning headroom, source ad-
missibility, calibrated confidence vocabulary). It is the null compara-
tor: the contrast against the multi-turn setting isolates the protocol
scaffolding’s contribution. The file at this path was revised after all
single-shot sessions had run (2026-05-24): the five anthropic-direct run
records archive the as-sent user message (the earlier, shorter version,
identical across runs), and the three web-product sessions (2026-05-22–
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23) predate the revision, though their session records do not archive
the sent prompt. The expanded current version is the Experiment 1
analysis-cohort prompt reproduced in Annex B.

• Multi-turn —Phase A design call followed by the Phase B multi-turn
state machine above (Phase B-0 then Phase B-full).

Both settings share one dual-axis per-session budget cap: 50 000 to-
kens or a $3 dollar guard, whichever fires first triggers TERMI-
NAL. Dollar-only caps disadvantage models with expensive output tokens;
the token cap binds reasoning capacity comparably across vendors while the
dollar guard binds total bill. The cap is the experimental condition — no
session is dropped for cost or wall-time reasons. The realised per-session
and per-batch costs are reported in §6’s Figure 6 and the technical report
chapter, not pinned here.

Design notes
Two design decisions shape how the results are read:

• A documents axis was added. Beyond the two no-documents arms,
two further conditions — the same single-shot and multi-turn surfaces
with a reference document pack attached — were run during execution,
expanding the corpus from 40 to 80 sessions and forming the 2×2 facto-
rial (query mode × documents) of §6’s Figure 6. In the F1 analysis the
documents arms are never aggregated with the no-documents arms.

• Claude’s multi-turn arm is excluded from the bibliography-
quality table (0 of 5 runs). None of Claude’s five multi-turn-
arm sessions yielded a bibliography parseable by the structure anal-
yser, so the cell is blank in the bibliography-quality table. This is a
bibliography-parsability exclusion only: those same five sessions remain
row-level-F1-scorable (N=5) via the LP matcher, and they are present
in the 2×2 F1 table. The 0/5 must not be read as the runs failing
outright.

The inferential analysis, per-arm validity criteria, and the descriptive
F1/cost statistics are in the technical report’s Experiment 2 chapter; this
annex does not reproduce those statistics.

Harness
This experiment is script-based, not sweep-based. No sweep_exp2_* block
exists in experiments/experiments.toml. Implementation surface:

• src/aedist/adapter_mistral.py: Mistral Agents API adapter
(multi-turn continuation + 5xx retry).
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Table 6: Experiment 2 — row-level F1 and per-run API cost (USD) by agent
across the 2×2 factorial (query mode × documents), N=5 per cell. The §6
narrative focuses on the two no-documents arms (single-shot vs multi-turn).
The two documents = yes rows per agent complete the 2×2 factorial. Values
generated from experiments/derived/tab_exp2_2x2.csv’s pipeline.
Agent Query mode Documents F1 (mean) Cost (mean, USD)
Anthropic naive (single-shot) no 0.60 2.02
Anthropic optimised (multi-turn) no 0.56 1.78
Anthropic naive (single-shot) yes 0.61 2.74
Anthropic optimised (multi-turn) yes 0.38 3.60
Mistral naive (single-shot) no 0.49 0.25
Mistral optimised (multi-turn) no 0.39 0.23
Mistral naive (single-shot) yes 0.59 0.06
Mistral optimised (multi-turn) yes 0.53 0.21
OpenAI naive (single-shot) no 0.63 0.27
OpenAI optimised (multi-turn) no 0.65 0.68
OpenAI naive (single-shot) yes 0.77 0.48
OpenAI optimised (multi-turn) yes 0.74 1.05
Qwen naive (single-shot) no 0.37 0.06
Qwen optimised (multi-turn) no 0.27 0.21
Qwen naive (single-shot) yes 0.62 0.30
Qwen optimised (multi-turn) yes 0.55 0.76

• src/aedist/adapter_qwen_dashscope.py: DashScope adapter
(multi-turn continuation).

• src/aedist/adapter_openai_responses.py: OpenAI Responses
adapter (multi-turn continuation).

• src/aedist/query_anthropic.py: Anthropic adapter (multi-turn
continuation).

• experiments/sota/exp2_interactive_smoke.py: author-side
harness running Phase A + Phase B state machine.

• experiments/sota/dialogue_classifier.py: one-shot LLM classi-
fier deciding report vs no_report.

• experiments/outputs/sota_smoke/ and sota_exp2_smoke/: arti-
fact directories. Each Phase B turn writes seven <agent>_turn_NN.*
files: user.txt, raw.json, record.json, cost.json, classificati
on.json, report.md, and citations.json.

• experiments/derived/tab_exp2_2x2.csv, report/inputs/genera
ted/tab_exp2_bib_quality.tex: as-run derived tables (2×2 F1/cost
factorial; per-arm bibliography quality).
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Figure S2: Only one agent combines broad coverage with systematic double-
sourcing. Coverage vs. corroboration across 31 Exp2 runs (9 with zero parsed
inventory rows excluded: Mistral arm 2 all 5 runs, Anthropic arm 2 runs
2/4/5, and Anthropic arm 1 run 4). X-axis: inventory rows enumerated.
Y-axis: rows with a Source 2 citation present. The dashed diagonal marks
full double-sourcing (every row corroborated). Filled diamonds: multi-turn
arm (arm 2); open circles: single-shot arm (arm 1). Colours encode agents.
OpenAI multi-turn alone sustains high values on both axes; Anthropic multi-
turn shows a corroboration ceiling despite growing coverage; Qwen clusters
near the diagonal at low volume.

Evaluation
Phase B outputs are evaluated against the 177-plant reference using the
same src/aedist/evaluate.py machinery as §5 (the LP matcher with
similarity_threshold = 90, capacity_weight = 0.001), yielding row-
level F1 and per-attribute accuracies. Rubric peer scoring of each output
on the four §3 dimensions — which would need a judging model — is out
of scope; the as-run results are the F1-based and operational metrics of §6,
not the §3-dimension scores.

What this experiment does and does not test
This experiment tests whether removing the §5 handicaps (no web, no
tools, no documents), by handing the task to a commercially available deep-
research surface, clears the §3 quality bar. It does not test custom workflows
or local models; that is §9. It does not test how the four dimensions trade
off under a fixed budget; that is future work (§9) once the composite-quality
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scorers exist. It does not test browser-automated surfaces (ChatGPT.com,
Claude.ai chat UI) — only direct vendor APIs.

Wikipedia/Wikidata compliance. Because a derivative of the reference
dataset was published on Wikipedia before the experiment, the experimental
protocol bans Wikipedia, Wikidata, DBpedia, and mirrors as admissible
sources — the risk is both training-data and web-search contamination. We
audited compliance mechanically: URL-domain matching over every Source
1 and Source 2 cell and every bibliography entry of all 40 no-documents
runs. We detected banned-domain citations in 5 of the 20 multi-turn-arm
runs, concentrated in Mistral (runs 1–4) and OpenAI (run 1); we did not
detect banned-domain citations in the Anthropic or Qwen multi-turn runs.
In the single-shot arm, where the prompt carries no source ban, 1 of the 20
runs (OpenAI run 5) cited a banned domain. This audit is mechanical only:
paraphrased Wikipedia content without a URL is not detected.
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Annex D Experiment 1: per-plant recognition ma-
trix

Unlike Figure 3, which only counts each run’s recognised plants, Figure S3’s
fixed-row alignment reveals which plants each model misses: famous plants
form dense rows, obscure ones sparse rows. The status composition behind
this difficulty is in Table 1.

Figure S3. (Next three pages.) Experiment 1 recognition matrix, transposed
to portrait so plant names stay legible: the 177 reference plants are rows
(grouped by status, then by decreasing capacity, with the status bands la-
belled in the right margin) and the 70 runs (14 models × 5 repetitions) are
columns under a three-level family / version / repetition header, in Fig-
ure 3’s order: family, then decreasing effective parameter count. Blue =
plant recognised. Pages 1–2 split the plants by lifecycle stage (operational,
retired, and cancelled plants, then proposed, planned, and under-construction
ones); page 3 lists the 40 most frequent false positives (red).
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LNG Cái Mép H
LNG Hà T nh

LNG M  Giang
LNG Bình nh

LNG Nghi S n (Thanh Hóa)
LNG H i Phòng 1 (Tiên Lãng)

LNG H i Phòng 3 (Cát H i)
LNG H i Phòng 4 (  S n)

LNG Qu ng Ninh 3 (Qu ng Yên)
LNG Thái Bình

LNG Tân Ph c
Ninh Thuan Novatek project

LNG Chân Mây
LNG Qu ng Nam

Qu ng Tr   Hu  area
LNG Long S n IV ( a i m Tây)LNG Núi Thành (Qu ng Nam)

LNG Tân Thu n  m D i, Cà Mau
LNG B n Tre

LNG Phong i n  Hu
LNG Qu ng Bình

LNG Qu ng Ninh 4 (H i Hà)
LNG Sông c (Cà Mau)

LNG Vân Phong (J-Power)
LNG Vân Phong (M  Giang) phase 1
LNG Vân Phong (M  Giang) phase 2

Dung Quat Special Economic Zone (J-Power) Phase I
LNG Cà Ná II
LNG Cà Ná III

LNG H i L ng 2
LNG H i L ng 3

Dung Quat Special Economic Zone (J-Power) Phase II
LNG H i Phòng 2 (Cát H i)

LNG Long S n II
LNG Long S n III

LNG Cà Mau 1
LNG Cà Mau 2
LNG Cà Mau 3

LNG Hi p Ph c (phase II)
LNG Long An I phase 2
LNG Long An II phase 2

LNG Qu ng Ninh 2 (C m Ph )LNG Qu ng Tr ch 2
LNG Qu nh L p
LNG mi n Nam

Hai Phong 3
LNG Bà R a 2

LNG M i Kê Gà 1
LNG M i Kê Gà 2
LNG M i Kê Gà 3

Long An 1
Quang Ninh 3

Tân Ph c 1
Tân Ph c 2

Yên H ng
LNG Phú M  3.1

Hai Ha CHP Phase 2
TBKHH Ô Môn I

Formosa HT2
Hai Ha CHP Phase 3
Hai Ha CHP Phase 4

H i Phòng
Cam Pha 3

N  khí d  Hòa Phát II
Hai Ha CHP Phase 1

Duc Giang - Lao Cai Chemical
Rang Dong cogeneration

N  LNG mi n B c
LNG B c Liêu
LNG S n M  I
LNG S n M  II

Sông H u 2
Vinh Tan 3
LNG Cà Ná

LNG Long An I
LNG Long An II

TBKHH Kiên Giang I, II
LNG Long S n (I)

Nam Dinh 1
Qu ng Tr  2

TBKHH Ô Môn II
TBKHH Ô Môn III

TBKHH Dung Qu t I
TBKHH Dung Qu t II
TBKHH Dung Qu t III
TBKHH mi n Trung I
TBKHH mi n Trung II

An Khánh - Bac Giang
TBKHH Qu ng Tr  (khí Báo Vàng)

LNG H i L ng (1)
LNG Qu ng Ninh 1 (C m Ph )Vân Phong 1

Qu ng Tr ch 1
Vung Ang 2

LNG Hi p Ph c (phase I)
Long Phú 1

TBKHH Ô Môn IV
LNG Nh n Tr ch 3
LNG Nh n Tr ch 4

Proposed

Planned

Under construction
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Nhà máy Nhi t i n H  Chí Minh

Nhà máy Nhi t i n H u Giang

Nhà máy Nhi t i n Bà R a V ng Tàu

Nhà máy nhi t i n Nam nh 2

Nhà máy Nhi t i n Khánh Hòa

Nhà máy Nhi t i n Th a Thiên Hu

Nhà máy Nhi t i n Tây B c

Nhà máy Nhi t i n H  Chí Minh M  r ng

Nhà máy Nhi t i n Sóc Tr ng

Nhà máy Nhi t i n Qu ng Ngãi

Nhà máy Nhi t i n Hà N i M  r ng

Nhà máy Nhi t i n Hà N i

Nhà máy Nhi t i n Tây B c M  r ng

Nhà máy Nhi t i n H ng Yên

Nhà máy Nhi t i n V nh Long

Nhà máy Nhi t i n C n Th  M  r ng

Nhà máy Nhi t i n Phú Yên

Nhà máy Nhi t i n à N ng

Nhi t i n V nh Tân 5

Nhà máy i n nhi t Thái Nguyên 1

Nhi t i n Kiên Giang 1

Nhi t i n Sông H u 3

Nhà máy i n Bà R a

Nhi t i n ông Tri u

Nhà máy nhi t i n Duyên H i 4

Nhi t i n Duyên H i 4

Nhi t i n Sóc Tr ng 1

Nhà máy Nhi t i n Kiên Giang

Nhà máy Nhi t i n V nh Tân 5

Nhi t i n LNG Long An

Nhà máy i n nhi t k L k 1

Nhi t i n Bình Ph c

Nhà máy i n nhi t Thái Nguyên 2

Nhà máy i n à N ng

Nhà máy Nhi t i n Nghi S n 3 & 4

Nhà máy i n Nam nh 2

Nhà máy i n nhi t k Nông 1

Nhà máy Nhi t i n Duyên H i 4

Nhà máy nhi t i n Sông Mây

Nhi t i n Uông Bí m  r ng
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Annex E Aggregation sweep and vote gate
This annex develops the fusion material summarised in §7. Pooling the 70
parametric-baseline runs from §5 (14 models × 5 repetitions) treats each
run as a noisy partial observer of the 177-plant reference: the per-plant
recognition matrix (Annex D) shows that the operational core forms dense
rows while proposed plants form sparse ones, and the density profile pre-
dicts which plants are structurally recoverable by pooling alone. The design
consequence of the single-model ceiling is drawn in §9; the paragraphs below
quantify what run-level fusion already delivers.

Pooling runs by simple union more than doubles recall relative to
the single-run mean (2.4×), at no new collection cost. The 14-model
exp1_batch2 cohort (a subset of the 16-model Experiment 1 sweep, drop-
ping qwen3.6-27b and qwen3.6-plus; see the cohort note in §5) allows a
controlled evaluation of pooling recipes without any new API calls: a 4 × 3
× 4 factorial sweep. The sweep crosses four merge methods (union; majority
at k=2 and k=3; confidence-weighted), three pool sizes (2, 3, 4), and four
diversity rules (intra-model; cross-model selecting the cheapest, most expen-
sive, or alternating models by run cost), scoring each aggregated list against
the 177-plant reference using the same LP matcher as §5. Union aggrega-
tion dominates as a recall lever across all diversity rules and pool sizes: the
best union recipe, three runs from the three most expensive models, achieves
recall = 0.633 at a combined cost of $0.94, compared to a single-run mean
recall of 0.266. This is a 2.4× improvement over the mean, though it re-
mains below the best individual run’s recall (0.672 for claude-sonnet-4.6)
because precision falls as the union list grows (166 candidate plants for 177
reference plants). F1 for the best union cell (0.653) is slightly below the
best single-run F1 (0.679); union buys coverage breadth at a precision cost,
not a free F1 gain. Majority voting and confidence-weighting both reduce
recall relative to union at every pool size, because the Experiment 1 vocab-
ulary is rich enough that most true plants appear in at most one run in any
given pool; a majority gate filters them out. Intra-model pooling (averaging
over the 14 models) reaches recall = 0.381 at pool size 3 for $0.25, a prac-
tical option when budget constrains the model set. The cross-model-low
recipe (cheapest models only) performs poorly (recall ≈ 0.24–0.40), confirm-
ing that marginal plant recall is concentrated in the frontier models. These
results do not update the headline F1 from §5, which reports per-model
single-run performance for comparability with existing benchmarks; they es-
tablish that cross-model union is the recommended aggregation recipe for
practitioners targeting maximum coverage at a fixed token budget. Source
artifact: experiments/derived/aggregation_sweep.csv.

Requiring two models to agree nearly eliminates false positives.
Restricting the pool to the four frontier models and applying a simple ≥2-
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Naive presence fusion: UNION vs 2-models vs best single model

Figure S4: A two-model agreement rule buys precision cheaply: 106–121
confirmed plants against 0–7 false positives, with no new API calls. Simple
presence fusion across the 4-frontier-model Experiment 1 cohort and Exper-
iment 2 single-shot arm (N=20 runs each: 4 models × 5 repeats). Top panel
(E1 parametric): UNION and ≥2-models fusion rules vs best single model.
Bottom panel (E2 single-shot arm): same rules. TP = plants matched
against the reference; FP = unmatched plants (extracted but not in the
reference). Under ≥2-models in E1: F1=0.749, TP=106, FP=0. Under ≥2-
models in E2-1D: F1=0.793, TP=121, FP=7.

models presence rule — a plant is admitted if at least two of the four mod-
els name it — sharpens the precision/recall trade-off in both experiments
(Figure S4). Applying the rule separately to Experiment 1 (the same four
models, answering from memory, × 5 repeats) and the Experiment 2 single-
shot arm (E1 vs E2) gives: under ≥2-models in E1, F1 = 0.749 (TP =
106, FP = 0); under ≥2-models in the E2 single-shot arm, F1 = 0.793
(TP = 121, FP = 7). The vote gate trades a little recall for a large pre-
cision gain, the mirror image of the union recipe above. Source artifact:
report/inputs/generated/fusion_mvp.csv.
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Annex F Capability rollout: per-lab shipping or-
der

This annex records the detailed shipping-order observations behind Figure 2,
kept out of the §4 body to keep the capability discussion at the level of the
envelope framing. The figure is descriptive: no claim is made that any lab
is “ahead” or that the feature order is forced.

Feature sequence and cross-lab parallelism. Features 1 through 4
ship within ~24 months across the industry, with the first three (chat LLM,
browsing, code execution) arriving at OpenAI between late 2022 and mid-
2023 before retrieval followed in October 2023. Features 3 and 4 emerge in
parallel across labs: the per-lab order varies (Anthropic shipped retrieval
before code execution; OpenAI the reverse; Mistral the same day), and the
cross-lab shipping windows overlap substantially. Feature 3 (code execution)
was the earliest tool-use surface shipped as a built-in consumer feature, pre-
dating the general MCP-like surface of feature 6 by ~18 months at OpenAI.
Feature 7 (deep research) draws on both features 2 and 5 — at every lab
where it shipped as a product, deep research arrived within 1–5 months of
having both browsing and reasoning in place. This is structural evidence
that the order is observed in the data, not imposed by the framing. Fig-
ure S5 aggregates these transitions into a pairwise shipped-before matrix
across the five labs.

The DeepSeek negative case. DeepSeek confirms the framework-not-
model framing: it ships features 2 and 5 (Internet Search in V2.5; R1 rea-
soning) and the model components that would enter a deep-research loop
(V3.1’s search-agent claims, V3.2’s thinking-in-tools), but has not packaged
the composer as a public product within the cutoff — capability compo-
nents present, product surface absent. The same pattern holds for the rest
of DeepSeek’s unfilled rows: code execution (feature 3), external tool use
(feature 6), and multi-agent recursion (feature 8) remain developer- or API-
side capabilities with no consumer-product surface on chat.deepseek.com at
the cutoff. Alibaba shows the two confirmed absences on its consumer sur-
face (chat.qwen.ai): code execution (feature 3) and multi-agent recursion
(feature 8) ship only as developer-facing Qwen-Agent and Qwen Code com-
ponents, not as a consumer product. These confirmed absences are the cells
that carry no marker in Figure 2.

Two axes absent by construction. The figure goes quiet after mid-2025
because leading labs had filled all eight features, not because development
stalled: context length, shell-level execution, persistent agent scaffolds, and
the modality axis (text to vision to real-time audio) all continued to advance
outside the tool-affordance ladder this schema tracks. Two further dimen-
sions are absent by construction. The constraint axis — refusal training,
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Figure S5: Empirical capability transition matrix across N=5 labs. Each
cell shows the fraction of labs where feature i (row) shipped before feature j
(column), conditional on both being present; N per cell. Ties split as 0.5 so
symmetric pairs sum to 100%. White = no lab made that transition; dark
green = all labs did. Features 3 and 4 (code execution × retrieval) emerge
in parallel. Feature 5 (reasoning) consistently follows features 1–3. Feature
7 (deep research) draws on features 2 and 5. Descriptive historical record,
N=5 labs — no statistical inference.

62



content policy, and red-teaming — shaped which requests these consumer
products would serve, running alongside the capability expansion the fig-
ure shows but perpendicular to it. And the consumer-product methodology
excludes the military and dual-use deployment track: a parallel trajectory
operating at comparable capability levels, now routine front-page news, that
the commercial-product framing does not capture and does not claim to.

An emerging surface beyond the eight features. A capability is form-
ing at the edge of this schema that the tool-affordance ladder does not yet
index: models that swarm, orchestrate, and act as a team — multiple agents
dividing a task, delegating sub-goals, and reconciling their partial results
into one answer. The fusion experiment (§6) already exercises a primitive
form of this by pooling independent runs after the fact; a native multi-agent
surface would internalise that coordination inside the system rather than
leaving it to the harness. We note the trend without scoring it: no feature
in this annex measures team behaviour, and the experiments here query
single agents.
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Annex G Temporality: state representations
vs. event representations

The temporality dimension in §3 measures snapshot currency: whether each
value carries a best-effort “as-of” date and whether notable status changes
are flagged. This is a deliberately scoped definition; a richer requirement
exists and is worth naming precisely.

The distinction at issue is between state representations (a snapshot describ-
ing the fleet as it stands at a reference date) and event representations (a log
of the installation, retirement, and reclassification events that change that
state over time). Integrated Assessment Models (REMIND, MESSAGE,
TIMES/MARKAL, GCAM) reconcile the two via capacity vintaging: every
installation event creates a stock unit tagged with a birthdate and a life-
time, so system state at time T is the integral of all past installation events
minus retirements. A database feeding such a model should, in principle,
support reconstruction of system state at any reference date, not only the
most recent snapshot.

Two distinct quality requirements. This distinction yields two separa-
ble temporality criteria for an energy-asset database:

• T1 — Snapshot currency: each value carries a source-publication
date and a best-effort “as-of” validity period; status changes since that
date are flagged. This is what §3 requires and what the experiments
measure.

• T2 — Historical reconstructability: the database supports
queries of the form “what was the installed fleet as of 2018?” This
requires logging the events (commissioning, retirement, capacity
revision, status reclassification) that change state over time, the
approach taken by Global Energy Monitor rather than the Global
Powerplant Database snapshot model.

The present paper scopes to T1. T2 is acknowledged as the stronger require-
ment for IAM and scenario-projection use cases; it is not in scope here. A
GEM-style event log may become necessary when implementing the verified-
provenance layer (§9) — each verification act is itself a timestamped event
— but that design choice is not addressed in this paper.

The narrative inventory component of §9 handles longitudinal aspects prag-
matically: plant histories, PDP-cycle reclassifications, and developer-name
changes appear as free-text annotations rather than as structured event
records. This is a deliberate scoping decision, not an architectural com-
mitment.

International energy statistics practice. The T1/T2 distinction maps
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directly onto the revision policies and data-quality frameworks developed
by the major international energy statistics bodies. The IEA Energy Statis-
tics Manual (International Energy Agency and Organisation for Economic
Co-operation and Development, 2004) establishes the canonical treatment
of reference-date conventions in national energy balances: every supply and
consumption entry carries a “reference year” and a “publication year,” and
subsequent revisions are tracked explicitly. The flow vs. stock distinction
in energy accounts — the tension between a snapshot of installed capacity
and the transaction log of commissionings and retirements — is precisely
the state-vs-event distinction above, codified as professional practice. The
UN International Recommendations for Energy Statistics (United Nations
Statistics Division, 2012) extends this to coverage and timeliness criteria,
noting that data quality includes not only accuracy but also currency: a fig-
ure is not merely right or wrong, it has a validity window. Eurostat’s energy
balance methodology adds the EU-specific harmonisation layer: because
member-state estimates are subsequently revised when Eurostat reconciles
supply-use tables, a snapshot of the European fleet at any given date inherits
a structured revision calendar.

From these frameworks, the T1 requirement (snapshot currency with source-
publication date) corresponds to the notion of currency at reference date:
every record is tagged with the source-publication year and flagged if the un-
derlying situation may have changed since. The T2 requirement (historical
reconstructability) corresponds to the practice of maintaining a revision log:
the ability to answer “what did the inventory show as of year Y?” requires
recording each revision event, not only overwriting the current figure. The
energy-statistics bodies address both requirements; the databases evaluated
in this paper satisfy T1 in part and T2 not at all, which is consistent with
the IAM gap identified in §6.
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